Numerically Stable and Accurate Stochastic Simulation Approaches for Solving Dynamic Economic Models

Kenneth L. Judd, Lilia Maliar and Serguei Maliar
Los documentos de trabajo del Ivie ofrecen un avance de los resultados de las investigaciones económicas en curso, con objeto de generar un proceso de discusión previo a su remisión a las revistas científicas. Al publicar este documento de trabajo, el Ivie no asume responsabilidad sobre su contenido.

Ivie working papers offer in advance the results of economic research under way in order to encourage a discussion process before sending them to scientific journals for their final publication. Ivie’s decision to publish this working paper does not imply any responsibility for its content.

La Serie AD es continuadora de la labor iniciada por el Departamento de Fundamentos de Análisis Económico de la Universidad de Alicante en su colección “A DISCUSIÓN” y difunde trabajos de marcado contenido teórico. Esta serie es coordinada por Carmen Herrero.

The AD series, coordinated by Carmen Herrero, is a continuation of the work initiated by the Department of Economic Analysis of the Universidad de Alicante in its collection “A DISCUSIÓN”, providing and distributing papers marked by their theoretical content.

Todos los documentos de trabajo están disponibles de forma gratuita en la web del Ivie http://www.ivie.es, así como las instrucciones para los autores que desean publicar en nuestras series.

Working papers can be downloaded free of charge from the Ivie website http://www.ivie.es, as well as the instructions for authors who are interested in publishing in our series.

Edita / Published by: Instituto Valenciano de Investigaciones Económicas, S.A.

Depósito Legal / Legal Deposit no.: V-2811-2011

Impreso en España (julio 2011) / Printed in Spain (July 2011)
Numerically Stable and Accurate Stochastic Simulation Approaches for Solving Dynamic Economic Models

Kenneth L. Judd, Lilia Maliar and Serguei Maliar

Abstract

We develop numerically stable and accurate stochastic simulation approaches for solving dynamic economic models. First, instead of standard least-squares methods, we examine a variety of alternatives, including least-squares methods using singular value decomposition and Tikhonov regularization, least-absolute deviations methods, and principal component regression method, all of which are numerically stable and can handle ill-conditioned problems. Second, instead of conventional Monte Carlo integration, we use accurate quadrature and monomial integration. We test our generalized stochastic simulation algorithm (GSSA) in three applications: the standard representative agent neoclassical growth model, a model with rare disasters and a multi-country models with hundreds of state variables. GSSA is simple to program, and MATLAB codes are provided.

Keywords: Stochastic simulation; generalized stochastic simulation algorithm (GSSA), parameterized expectations algorithm (PEA); least absolute deviations (LAD); linear programming; regularization.

JEL classification: C63, C68.

* We thank co-editor Victor Rios-Rull and two anonymous referees for very useful comments that led to a substantial improvement of the paper. Lilia Maliar and Serguei Maliar acknowledge support from the Hoover Institution at Stanford University, the Ivie, the Generalitat Valenciana under the grants BEST/2010/142 and BEST/2010/141, respectively, the Ministerio de Ciencia e Innovación de España and FEDER funds under the project SEJ-2007-62656 and under the programs José Castillejo JC2008-224 and Salvador Madariaga PR2008-190, respectively.

** K.L. Judd: Hoover Institution, Stanford University. L. Maliar y S. Maliar: Universidad de Alicante. Corresponding author: S. Maliar, e-mail: maliars@merlin.fae.ua.es.
1 Introduction

Dynamic stochastic economic models do not generally admit closed-form solutions and must be studied with numerical methods. Most methods for solving such models fall into three broad classes: projection methods, which approximate solutions on a prespecified domain using deterministic integration; perturbation methods, which find solutions locally using Taylor expansions of optimality conditions; and stochastic simulation methods, which compute solutions on a set of simulated points using Monte Carlo integration.

All three classes of methods have their relative advantages and drawbacks, and the optimal choice of a method depends on the application. Projection methods are accurate and fast when applied to models with few state variables, however, their cost increases rapidly as the number of state variables increases. Perturbation methods are practical to use in high-dimensional applications but the range of their accuracy is uncertain. Stochastic simulation algorithms are simple to program although are generally less accurate than projection methods and often numerically unstable. In the present paper, we focus on the stochastic simulation class. We specifically develop a generalized stochastic simulation algorithm (GSSA) that combines advantages of all three classes, namely, it is accurate, numerically stable, tractable in high-dimensional applications and simple to program.

The key message of the present paper is as follows: a stochastic simulation approach is attractive for solving economic models because it computes solutions only in the part of the state space which is visited in equilibrium -
the ergodic set. In Figure 1, we plot the ergodic set of capital and productivity level for a representative-agent growth model with a closed-form solution (for a detailed description of this model, see Section 2.1).

The ergodic set takes the form of an oval and most of the rectangular area that sits outside of the oval’s boundaries is never visited. In the two-dimensional case, a circle inscribed within a square occupies about 79% of the area of the square, and an oval inscribed in this way occupies an even smaller area. Thus, the ergodic set is at least 21% smaller than the square. In general, the ratio of the volume of a $d$-dimensional hypersphere of diameter 1 to the volume of a $d$-dimensional hypercube of width 1 is

$$V^d = \begin{cases} \frac{(\pi/2)^{d-1}}{1 \cdot 3 \cdot \ldots \cdot d} & \text{for } d = 1, 3, 5, \ldots \\ \frac{(\pi/2)^{d}}{2 \cdot 4 \cdot \ldots \cdot d} & \text{for } d = 2, 4, 6, \ldots \end{cases}$$

(1)

The ratio $V^d$ declines very rapidly with the dimensionality of the state space. For example, for dimensions three, four, five, ten and thirty, this ratio is 0.52, 0.31, 0.16, $3 \cdot 10^{-3}$ and $2 \cdot 10^{-14}$, respectively.

The advantage of focusing on the ergodic set is twofold. First, when computing a solution on an ergodic set that has the shape of a hypersphere, we face just a fraction of the cost we would have faced on a hypercube grid, used in conventional projection methods. The higher is the dimensionality of a problem, the larger is the reduction in cost. Second, when fitting a polynomial on the ergodic set, we focus on the relevant domain and can get a better fit inside the relevant domain than conventional projection methods.
which face a trade off between the fit inside and outside the relevant domain.\(^5\)

However, to fully benefit from the advantages of a stochastic simulation approach, we must first stabilize the stochastic simulation procedure. The main reason for the numerical instability of this procedure is that polynomial terms constructed on simulated series are highly correlated with one another even under low-degree polynomial approximations. Under the usual least-squares methods, the multicollinearity problem leads to a failure of the approximation (regression) step.

To achieve numerical stability, we build GSSA on approximation methods that are designed to handle ill-conditioned problems. In the context of a linear regression model, we examine a variety of such methods including least-squares (LS) methods using singular value decomposition (SVD) and Tikhonov regularization, principal component regression method, and least-absolute deviations (LAD) linear-programming methods (in particular, we present primal and dual LAD regularization methods). In addition, we explore how the numerical stability is affected by other factors such as a normalization of variables, the choice of policy function to parameterize (capital versus marginal-utility policy functions) and the choice of basis functions (ordinary versus Hermite polynomials). Our stabilization strategies are remarkably successful: our approximation methods deliver polynomial approximations up to degree five (at least), while the ordinary least-squares method fails to go beyond the second-degree polynomial in the studied examples.

We next focus on accuracy. We show that if Monte Carlo integration is used for approximating conditional expectations, the accuracy of solutions is dominated by sampling errors from a finite simulation. The sampling errors decrease with the simulation length but the rate of convergence is low, and high accuracy levels are impractical. For example, in a representative-agent model, Monte Carlo integration leads to accuracy levels (measured by the size of unit-free Euler equation errors on a stochastic simulation) of order \(10^{-4} - 10^{-5}\) under the simulation length of 10,000. The highest accuracy is attained under second- or third-degree polynomials. Thus, even though our stabilization strategies enable us to compute a high-degree polynomial

\(^5\)The importance of this effect can be seen from the results of the January 2010 special JEDC issue on numerical methods for solving Krusell and Smith's (1998) model. An Euler-equation method based on the Krusell-Smith type of simulation by Maliar, Maliar and Valli (2010) delivers a more accurate aggregate law of motion than does any other method participating in the comparison analysis, including projection methods; see Table 15 in Den Haan (2010).
approximation, there is no point in doing so with Monte Carlo integration. To increase the accuracy of solutions, we replace the Monte Carlo integration method with more accurate deterministic integration methods, namely, the Gauss-Hermite quadrature and monomial methods. Such methods are unrelated to the estimated density function and do not suffer from sampling errors. In the representative-agent case, GSSA based on Gauss Hermite quadrature integration delivers accuracy levels of order $10^{-9} - 10^{-10}$, which are comparable to those attained by projection methods. Thus, under accurate deterministic integration, high-degree polynomials do help increase the accuracy of solutions.

Given that GSSA allows for a variety of approximation and integration techniques, we can choose a combination of the techniques that takes into account a trade-off between numerical stability, accuracy and speed for a given application. Some tendencies from our experiments are as follows. LAD methods are generally more expensive than LS methods, however, they deliver smaller mean absolute errors. In small- and moderate-scale problems, the LS method using SVD is more stable than the one using Tikhonov regularization although the situation reverses in large-scale problems (SVD becomes costly and numerically unstable). Gauss Hermite quadrature (product) integration rules are very accurate, however, they are practical only with few exogenous random variables (shocks). Monomial (non-product) integration rules deliver comparable accuracy and are feasible with many exogenous random variables. Surprisingly, a quadrature integration method with just one integration node is also sufficiently accurate in our examples, in particular, it is more accurate than a Monte Carlo integration method with thousands of integration nodes.

We advocate versions of GSSA that use deterministic integration methods. Such versions of GSSA construct a solution domain using stochastic simulations but compute integrals using methods that are unrelated to simulations; these preferred versions of GSSA, therefore, lie between pure stochastic simulation and pure projection algorithms. Importantly, GSSA keeps the prominent feature of stochastic simulation methods, namely, their tractability in high-dimensional applications. To illustrate this feature, we solve a version of the neoclassical growth model with $N$ heterogeneous countries (the state space is composed of $2N$ variables). For small-scale economies, $N = 6, 4$ and $2$, GSSA computes the polynomial approximations up to degrees three, four and five with the maximum absolute errors of 0.001%, 0.0006% and 0.0002%, respectively. For medium-scale economies, $N \leq 20$,
GSSA computes the second-degree polynomial approximations with the maximum absolute errors of 0.01%, which is comparable to highest accuracy levels attained in the related literature; see Kollmann et al. (2011b). Finally, for large-scale economies with up to $N = 200$, GSSA computes the first-degree polynomial approximations with the maximum absolute approximation errors of 0.1%. The running time of GSSA depends on the cost of the integration and approximation methods. Our cheapest setup delivers a second-degree polynomial solution to a twenty-country model in about 18 minutes using MATLAB and a standard desktop computer.

We present GSSA in the context of examples in which all variables can be expressed analytically in terms of capital policy function, but GSSA can be applied in far more general contexts. In more complicated models (e.g. with valued leisure), intratemporal choices, such as labor supply, are not analytically related to capital policy functions. One way to proceed under GSSA would be to approximate intratemporal-choice policy functions as we do with capital, however, this may reduce accuracy and numerical stability. Maliar, Maliar and Judd (2011) describe two intertemporal-choice approaches, pre-computation and iteration-on-allocations, that make it possible to find intratemporal choices both accurately and quickly; these approaches are fully compatible with GSSA. Furthermore, GSSA can be applied for solving models with occasionally binding borrowing constraints by using standard Kuhn-Tucker conditions, as in, e.g., Marcet and Lorenzoni (1999), Christiano and Fisher (2000), and Maliar et al. (2010). Finally, the approximation and integration methods described in the paper can be useful in the context of other solution methods, for example, a simulation-based dynamic programming method of Maliar and Maliar (2005).

GSSA is simple to program, and MATLAB codes are provided.\(^6\) Not only can the codes solve the studied examples but they can be easily adapted to other problems the reader may be interested in. In particular, the codes include generic routines that implement numerically stable LS and LAD methods, construct multi-dimensional polynomials and perform multi-dimensional Gauss-Hermite quadrature and monomial integration methods. The codes also contain a test suite for evaluating the accuracy of solutions.

The rest of the paper is organized as follows: In Section 2, we describe GSSA using an example of a representative-agent neoclassical growth model. In Section 3, we discuss the reasons for numerical instability of stochastic

\(^6\)The codes are available at http://www.stanford.edu/~maliars.
simulation methods. In Section 4, we elaborate on strategies for enhancing the numerical stability. In Section 5, we compare Monte Carlo and deterministic integration methods. In Section 6, we present the results of numerical experiments. In Section 7, we conclude. The appendices are available in the supplementary material, Judd, Maliar and Maliar (2011b).

2 Generalized stochastic simulation algorithm

We describe GSSA using an example of the standard representative-agent neoclassical stochastic growth model. However, the techniques described in the paper are not specific to this model and can be directly applied to other economic models including those with many state and control variables. In Section 7, we show how to apply GSSA for solving models with rare disasters and models with multiple countries.

2.1 The model

The agent solves the following intertemporal utility-maximization problem:

$$\max_{\{k_{t+1},c_t\}_{t=0}^{\infty}} E_t \sum_{t=0}^{\infty} \beta^t u(c_t)$$

s.t. $c_t + k_{t+1} = (1-\delta) k_t + a_t f(k_t)$,

$$\ln a_{t+1} = \rho \ln a_t + \epsilon_{t+1}, \quad \epsilon_{t+1} \sim \mathcal{N}(0,\sigma^2),$$

where initial condition $(k_0, a_0)$ is given exogenously. Here, $E_t$ is the expectation operator conditional on information at time $t$; $c_t$, $k_t$ and $a_t$ are, respectively, consumption, capital and productivity level; $\beta \in (0,1)$ is the discount factor; $\delta \in (0,1]$ is the depreciation rate of capital; $\rho \in (-1,1)$ is the autocorrelation coefficient; and $\sigma \geq 0$ is the standard deviation. The utility and production functions, $u$ and $f$, respectively, are strictly increasing, continuously differentiable and concave. The solution to (2) – (4) is represented by stochastic processes $\{c_t, k_{t+1}\}_{t=0}^{\infty}$ which are measurable with respect to $\{a_t\}_{t=0}^{\infty}$. At each time $t$, the solution to (2) – (4) satisfies the Euler equation:

$$u'(c_t) = E_t \{\beta u'(c_{t+1}) [1-\delta + a_{t+1} f'(k_{t+1})]\},$$

where $u'$ and $f'$ are the first derivatives of the utility and production functions, respectively. In a recursive (Markov) equilibrium, decisions of period
are functions of the current state \((k_t, a_t)\). Our objective is to find policy functions for capital, \(k_{t+1} = K(k_t, a_t)\), and consumption, \(c_t = C(k_t, a_t)\), satisfying (3) – (5).

### 2.2 The GSSA algorithm

To solve the model (2) – (4), we approximate the capital policy function \(k_{t+1} = K(k_t, a_t)\). We choose some flexible functional form \(\Psi(k_t, a_t; b)\) and search for a vector of coefficients \(b\) such that

\[
K(k_t, a_t) \approx \Psi(k_t, a_t; b),
\]

for some set of points \((k_t, a_t)\) in the state space. We re-write the Euler equation (5) in the following equivalent form:

\[
k_{t+1} = E_t \left\{ \beta \frac{u'(c_{t+1})}{u'(c_t)} [1 - \delta + a_{t+1} f'(k_{t+1})] k_{t+1} \right\}.
\]

The condition (7) holds because \(u'(c_t) \neq 0\) and because \(k_{t+1}\) is \(t\)-measurable.\(^7\)

We now have expressed \(k_{t+1}\) in two ways: as a choice implied by the policy function \(k_{t+1} = K(k_t, a_t)\) and as a conditional expectation of a time \(t + 1\) random variable in the right side of (7). This construction gives us a way to express the capital policy function as a fixed point: substituting \(K(k_t, a_t)\) into the right side of (7) and computing the conditional expectation should give us \(k_{t+1} = K(k_t, a_t)\) for all \((k_t, a_t)\) in the relevant area of the state space.

GSSA finds a solution by iterating on the fixed-point construction (7) via stochastic simulation. To be specific, we guess a capital policy function (6), simulate a time-series solution, compute conditional expectation in each simulated point and use simulated data to update the guess along iterations until a fixed point is found. The formal description of GSSA is as follows:

**Stage 1.**

- **Initialization:**
  - Choose an initial guess \(b^{(1)}\).

\(^7\)In a similar way, one can use the Euler equation (5) to express other \(t\)-measurable variables, e.g., \(\ln(k_{t+1}), c_t\) and \(u'(c_t)\).
Choose a simulation length, \( T \), draw a sequence of productivity shocks, \( \{ \epsilon_t \}_{t=1}^{T} \), and compute \( \{ a_t \}_{t=1}^{T+1} \) as defined in (4).

Choose the initial state \((k_0, a_0)\) for simulations.

- **Step 1.** At iteration \( p \), use \( b^{(p)} \) to simulate the model \( T \) periods forward,

\[
\begin{align*}
k_{t+1} &= \Psi \left(k_t, a_t; b^{(p)} \right), \\
c_t &= (1 - \delta) k_t + a_t f(k_t) - k_{t+1}.
\end{align*}
\]

- **Step 2.** For \( t = 0, ..., T - 1 \), define \( y_t \) to be an approximation of the conditional expectation in (7) using \( J \) integration nodes and weights, \( \{\omega_{t,j}\}_{j=1}^{J} \) and \( \{\omega_{t,j}\}_{j=1}^{J} \) respectively:

\[
y_t = \sum_{j=1}^{J} \left\{ \omega_{t,j} \cdot \left( \beta \frac{u'(c_{t+1,j})}{u'(c_t)} [1 - \delta + a_{t+1,j} f'(k_{t+1})] k_{t+1} \right) \right\},
\]

where \( c_{t+1,j} \), the value of \( c_{t+1} \) if the innovation in productivity is \( \epsilon_{t+1,j} \), is defined for \( j = 1, ..., J \) by

\[
\begin{align*}
a_{t+1,j} &= a_t^p \exp(\epsilon_{t+1,j}), \\
k_{t+2,j} &= \Psi \left( k_t, a_t; b^{(p)} \right), a_t^p \exp(\epsilon_{t+1,j}) \right) \right), \\
c_{t+1,j} &= (1 - \delta) k_{t+1} + a_{t+1,j} f(k_{t+1}) - k_{t+2,j}.
\end{align*}
\]

- **Step 3.** Find \( \hat{b} \) that minimizes the errors \( \varepsilon_t \) in the regression equation according to some norm, \( \| \cdot \| \),

\[
y_t = \Psi (k_t, a_t; b) + \varepsilon_t.
\]

- **Step 4:** Check for convergence and end Stage 1 if

\[
\frac{1}{T} \sum_{t=1}^{T} \left| \frac{k^{(p)}_{t+1} - k^{(p+1)}_{t+1}}{k^{(p)}_{t+1}} \right| < \varepsilon,
\]

where \( \{k^{(p)}_{t+1}\}_{t=1}^{T} \) and \( \{k^{(p+1)}_{t+1}\}_{t=1}^{T} \) are the capital series obtained on iterations \( p \) and \( p + 1 \), respectively.
Step 5. Compute $b^{(p+1)}$ for iteration $(p + 1)$ using fixed-point iteration

$$b^{(p+1)} = (1 - \xi) b^{(p)} + \hat{\xi}b,$$ \hspace{1cm} (11)

where $\xi \in (0, 1]$ is a damping parameter. Go to Step 1.

Stage 2.

The purpose of Stage 2 is to subject the candidate solution from Stage 1 to an independent and stringent test. Construct a new set of $T^{test}$ points \{\(k_\tau, a_\tau\)\} for testing the accuracy of the solution obtained in Stage 1 (this can be a set of simulation points constructed with a new random draw or some deterministic set of points). Re-write the Euler equation (5) at \((k_\tau, a_\tau)\) in a unit-free form,

$$E(k_\tau, a_\tau) \equiv E_{\tau}\left\{ \frac{\beta u'(c_{\tau+1})}{u'(c_{\tau})} [1 - \delta + a_{\tau+1}f'(k_{\tau+1})] \right\} - 1. \hspace{1cm} (12)$$

For each point \((k_\tau, a_\tau)\), compute $E(k_\tau, a_\tau)$ by using a high-quality integration method in evaluating the conditional expectation in (12). We measure the quality of a candidate solution by computing various norms, such as the mean, variance, and/or supremum, of the errors (12). If the economic significance of these errors is small, we accept the candidate $\hat{b}$. Otherwise, we tighten up Stage 1 by using a more flexible approximating function, and/or increasing the simulation length, and/or improving the method used for computing conditional expectations, and/or choosing a more demanding norm when computing $\hat{b}$ in Step 3.\footnote{For the models considered in the paper, errors in the Euler equation are the only source of approximation errors. In general, we need to check approximation errors in all optimality conditions, the solutions to which are evaluated numerically.}

2.3 Discussion

GSSA relies on generalized notions of integration and approximation. First, in Step 2, the formula (8) represents both Monte Carlo integration methods and deterministic integration methods such as the Gauss-Hermite quadrature and monomial methods. The choice of integration method is critical for accuracy of GSSA and is analyzed in Section 5. Second, explanatory variables in the regression equation (9) are often highly collinear, which presents
challenges to approximation methods. GSSA uses methods that are suitable for dealing with collinear data, namely, the least-squares methods using SVD and Tikhonov regularization, least-absolute deviation methods, and principal component regression method. The choice of approximation method is critical for numerical stability of GSSA and is studied in Section 4.

GSSA is compatible with any functional form for $\Psi$ that is suitable for approximating policy functions. In this paper, we examine $\Psi$ of the form

$$
\Psi(k_t, a_t; b) = \sum_{i=0}^{n} b_i \psi_i(k_t, a_t)
$$

(13)

for a set of basis functions $\{\psi_i | i = 0, ..., n\}$, where $b \equiv (b_0, b_1, ..., b_n)^T \in \mathbb{R}^{n+1}$. In Appendix A, we examine cases where the coefficients $b$ enter $\Psi$ in a non-linear manner and describe non-linear approximation methods suitable for dealing with collinear data. The specification (13) implies that in Step 3, the regression equation is linear,

$$
y = Xb + \varepsilon
$$

(14)

where $y \equiv (y_0, y_1, ..., y_{T-1})^T \in \mathbb{R}^T$; $X \equiv [1_T, x_1, ..., x_n] \in \mathbb{R}^{T \times (n+1)}$ with $1_T$ being a $T \times 1$ vector whose entries are equal to 1 and $x_{t,i} = \psi_i(k_t, a_t)$ being an $i$-th basis function for $i = 1, ..., n$; and $\varepsilon \equiv (\varepsilon_0, \varepsilon_1, ..., \varepsilon_{T-1})^T \in \mathbb{R}^T$. (Note that $1_T$ in $X$ means that $\psi_0(k_t, a_t) = 1$ for all $t$). The choice of a family of basis functions used for constructing $X$ can affect numerical stability of GSSA. In Section 4.5.1, we consider families of ordinary and Hermite polynomials.9

The fixed-point iteration method in Step 4 is a simple derivative-free method for finding a fixed point and is commonly used in the related literature. The advantage of this method is that its cost does not considerably increase with the dimensionality of the problem. The shortcoming is that its convergence is not guaranteed. One typically needs to set the damping parameter $\xi$ in (11) at a value much less than one in order to attain convergence (this however slows down the speed of convergence). We were always able to find a value for $\xi$ that gave us convergence.10

---

9GSSA can also use non-polynomial families of functions. Examples of non-polynomial basis functions are trigonometric functions, step functions, neural networks, combinations of polynomials with functions from other families.

10Other iterative schemes for finding fixed-point coefficients are time iteration and quasi-Newton methods; see Judd (1998), pp. 553-558, and pp. 103-119, respectively. Time
Finally, our convergence criterion (10) looks at the difference between the time series from two iterations. We do not focus on changes in $b$ since we are interested in the function $K_k(a_t)$ and not in its representation in some basis. The regression coefficients $b$ have no economic meaning. The criterion (10) focuses on the economic differences implied by different vectors $b$.

2.4 Relation to the literature

GSSA builds on the past literature for solving rational expectation models but uses a different combination of familiar tools. GSSA differs from conventional deterministic-grid methods in the choice of a solution domain: we solve the model on a relatively small ergodic set instead of some, generally much larger, prespecified domains used in, e.g., parameterized expectations approaches (PEA) of Wright and Williams (1984), and Miranda and Helzberger (1988), projection algorithms of Judd (1992), Christiano and Fisher (2000), and Kubler and Krueger (2004). An ergodic-set domain makes GSSA tractable in high-dimensional applications; see condition (1).

To construct the ergodic set realized in equilibrium, GSSA uses stochastic simulation. This approach is taken in Marcet’s (1988) simulation-based version of PEA used in, e.g., Den Haan and Marcet (1990), Marcet and Lorenzoni (1999), and Maliar and Maliar (2003b). We differ from this literature in the following respects: We incorporate accurate deterministic integration methods, while the above literature uses a Monte Carlo integration method, whose accuracy is limited. Furthermore, we rely on a variety of numerically stable approximation methods, while the simulation-based version of PEA iteration can be more stable than fixed-point iteration, however, it requires solving costly nonlinear equations for finding future values of variables. Quasi-Newton methods can be faster and can help achieve convergence if fixed-point iteration does not converge. A stable version of a quasi-Newton method for a stochastic simulation approach requires a good initial condition and the use of linesearch methods. Since derivatives are evaluated via simulation, an explosive or implosive simulated series can make a Jacobian matrix ill-conditioned and lead to non-convergence; we had this problem in some of our experiments.

Kubler and Krueger’s (2004) method relies on a non-product Smolyak grid constructed in a multi-dimensional hypercube. This construction reduces the number of grid points inside the hypercube domain but not the size of the domain itself. Other methods using prespecified non-product grids are Malin, Kubler and Krueger (2011), and Pichler (2011). Judd, Maliar and Maliar (2010) and Maliar et al. (2011) develop a projection method operating on the ergodic set. The grid surrounding the ergodic set is constructed using clustering methods.
relies on standard least-squares methods, which are numerically unstable in the given context. In addition, GSSA differs from the literature in the use of a linear regression model that can be estimated with simple and reliable approximation methods. Unlike previous simulation-based methods, GSSA delivers high-degree polynomial approximations and attains accuracy comparable to the best accuracy attained in the literature.

3 Ill-conditioned LS problems

In this section, we discuss the stability issues that arise when standard least-squares (LS) methods are used in the regression equation (14). The LS approach to the regression equation (14) solves the problem:

$$\min_b \|y - Xb\|_2^2 = \min_b [y - Xb]^T [y - Xb],$$  \hspace{1cm} (15)

where $\|\cdot\|_2$ denotes the $L_2$ vector norm. The solution to (15) is

$$\hat{b} = (X^T X)^{-1} X^T y.$$  \hspace{1cm} (16)

The LS problem (15) is often ill-conditioned when $X$ is generated by stochastic simulation. The degree of ill-conditioning is measured by the condition number of the matrix $X^T X$, denoted by $K(X^T X)$. Let us order the eigenvalues, $\lambda_i$, $i = 1, ..., n$, of $X^T X$ by their magnitude, $\lambda_1 \geq \lambda_2 \geq ... \geq \lambda_n \geq 0$. The condition number of $X^T X$ is equal to the ratio of its largest eigenvalue, $\lambda_1$, to its smallest eigenvalue, $\lambda_n$, i.e. $K(X^T X) = \lambda_1/\lambda_n$. The eigenvalues of $X^T X$ are defined by the standard eigenvalue decomposition $X^T X = V \Lambda V^T$.

13 Concerning the simulated-based PEA, Den Haan and Marcet (1990) report that, even for a low (second-degree) polynomial, cross terms are highly correlated with the other terms and must be removed from the regression. The projection PEAs proposed in Christiano and Fisher (2000) deal with multicollinearity by relying on a rectangular grid generated by roots of Chebyshev polynomials. See Judd (1992) and Christiano and Fisher (2000) for a discussion.

14 The simulation-based PEA literature employs exponentiated polynomial specification $\Psi(k_t, a_t; b) = \exp(b_0 + b_1 \ln(k_t) + b_2 \ln(a_t) + ...)$. The resulting non-linear regression model is estimated with non-linear least-squares (NLLS) methods. The use of NLLS methods is an additional source of numerical problems because such methods typically need a good initial guess, may deliver multiple minima and on many occasions fail to converge; moreover, non-linear optimization is costly because it requires computing Jacobian and Hessian matrices; see Christiano and Fisher (2000) for a discussion.
where $\Lambda \in \mathbb{R}^{n \times n}$ is a diagonal matrix of eigenvalues of $X^\top X$, and $V \in \mathbb{R}^{n \times n}$ is an orthogonal matrix of eigenvectors of $X^\top X$. A large condition number implies that $X^\top X$ is close to being singular and not invertible, and tells us that any linear operation, such as (16), is very sensitive to perturbation and numerical errors (such as round off errors).

Two causes of ill-conditioning are multicollinearity and poor scaling of the variables constituting $X$. Multicollinearity occurs when the variables forming $X$ are significantly correlated. The following example illustrates the effects of multicollinearity on the LS solution (we analyze the sensitivity to changes in $y$ but the results are similar for the sensitivity to changes in $X$).

**Example 1** Let $X = \begin{bmatrix} 1 + \phi & 1 \\ 1 & 1 + \phi \end{bmatrix}$ with $\phi \neq 0$. Then, $\mathcal{K}(X^\top X) = \left(1 + \frac{2}{\phi}\right)^2$. Let $y = (0, 0)^\top$. Thus, the OLS solution (16) is $(\hat{b}_1, \hat{b}_2) = (0, 0)$. Suppose $y$ is perturbed by a small amount, i.e. $y = (\varepsilon_1, \varepsilon_2)^\top$. Then, the OLS solution is

$$
\hat{b}_1 = \frac{1}{\phi} \left[ \frac{\varepsilon_1 (1 + \phi) - \varepsilon_2}{2 + \phi} \right] \quad \text{and} \quad \hat{b}_2 = \frac{1}{\phi} \left[ \frac{\varepsilon_2 (1 + \phi) - \varepsilon_1}{2 + \phi} \right].
$$

Sensitivity of $\hat{b}_1$ and $\hat{b}_2$ to perturbation in $y$ is proportional to $1/\phi$ (increases with $\mathcal{K}(X^\top X)$).

The scaling problem arises when the columns (the variables) of $X$ have significantly different means and variances (due to differential scaling among either the state variables, $k_t$ and $a_t$, or their functions, e.g., $k_t$ and $k_5^t$). A column with only very small entries will be treated as if it were a column of zeros. The next example illustrates the effect of the scaling problem.

**Example 2** Let $X = \begin{bmatrix} 1 & 0 \\ 0 & \phi \end{bmatrix}$ with $\phi \neq 0$. Then, $\mathcal{K}(X^\top X) = 1/\phi$. Let $y = (0, 0)^\top$. Thus, the OLS solution (16) is $(\hat{b}_1, \hat{b}_2) = (0, 0)$. Suppose $y$ is perturbed by a small amount, i.e. $y = (\varepsilon_1, \varepsilon_2)^\top$. The OLS solution is

$$
\hat{b}_1 = \varepsilon_1 \quad \text{and} \quad \hat{b}_2 = \frac{\varepsilon_2}{\phi}.
$$

Sensitivity of $\hat{b}_2$ to perturbation in $y$ is proportional to $1/\phi$ (and $\mathcal{K}(X^\top X)$).
A comparison of Examples 1 and 2 shows that multicollinearity and poor scaling magnify the impact of perturbations on the OLS solution. Each iteration of a stochastic simulation algorithm produces changes in simulated data (perturbations). In the presence of ill-conditioning, these changes together with numerical errors may induce large and erratic jumps in the regression coefficients and failures to converge.

4 Enhancing numerical stability

We need to make choices of approximation methods that ensure numerical stability of GSSA. We face two challenges: first, we must solve the approximation step for any given set of simulation data, and second, we must attain the convergence of the iterations over $b$. The stability of the iterations over $b$ depends on the sensitivity of the regression coefficients to the data (each iteration of GSSA produces different time series and result in large changes in successive values of $b$ and non-convergence). In this section, we present approximation methods that can handle collinear data, namely, a LS method using a singular value decomposition (SVD) and least-absolute deviations (LAD) method. Furthermore, we describe regularization methods that not only can deal with ill-conditioned data but can also dampen movements in $b$ by effectively penalizing large values of the regression coefficients. Such methods are a LS method using Tikhonov regularization, LAD regularization methods and principal component regression method. We finally analyze other factors that can affect numerical stability of GSSA, namely, data normalization, the choice of a family of basis functions and the choice of policy functions to parameterize.

4.1 Normalizing the variables

Data normalization addresses the scaling issues highlighted in Example 2. Also, our regularization methods require to use normalized data. We center and scale both the response variable $y$ and the explanatory variables of $X$ to have a zero mean and unit standard deviation. We then estimate a regression model without an intercept to obtain the vector of coefficients $\left(\hat{b}_1^+, \ldots, \hat{b}_n^+\right)$. We finally restore the coefficients $\hat{b}_1, \ldots, \hat{b}_n$ and the intercept $\hat{b}_0$ in the original (unnormalized) regression model according to $\hat{b}_i = (\sigma_y/\sigma_x_i) \hat{b}_i^+$, $i = 1, \ldots, n$. 
and \( \hat{b}_0 = \bar{y} - \sum_{i=1}^{n} \hat{b}_i \bar{x}_i \), where \( \bar{y} \) and \( \bar{x}_i \) are the sample means, and \( \sigma_y \) and \( \sigma_{x_i} \) are the sample standard deviations of the original unnormalized variables \( y \) and \( x_i \), respectively.\(^{15}\)

### 4.2 LS approaches

In this section, we present two LS approaches that are more numerically stable than the standard OLS approach. The first approach, called \( \text{LS using SVD (LS-SVD)} \) uses a singular value decomposition (SVD) of \( X \). The second approach, called \( \text{regularized LS using Tikhonov regularization (RLS-Tikhonov)} \) imposes penalties based on the size of the regression coefficients. In essence, the LS-SVD approach finds a solution to the original ill-conditioned LS problem, while the RLS-Tikhonov approach modifies (regularizes) the original ill-conditioned LS problem into a less ill-conditioned problem.

#### 4.2.1 LS-SVD

We can use the SVD of \( X \) to re-write the OLS solution (16) in a way that does not require an explicit computation of \( (X^\top X)^{-1} \). For a matrix \( X \in \mathbb{R}^{T \times n} \) with \( T > n \), an SVD decomposition is

\[
X = USV^\top, \tag{19}
\]

where \( U \in \mathbb{R}^{T \times n} \) and \( V \in \mathbb{R}^{n \times n} \) are orthogonal matrices, and \( S \in \mathbb{R}^{n \times n} \) is a diagonal matrix with diagonal entries \( s_1 \geq s_2 \geq \ldots \geq s_n \geq 0 \), known as singular values of \( X \).\(^{16}\) The condition number of \( X \) is its largest singular value divided by its smallest singular value, \( \mathcal{K}(X) = s_1/s_n \). The singular values of \( X \) are related to the eigenvalues of \( X^\top X \) by \( s_i = \sqrt{\lambda_i} \); see, e.g., Golub and Van Loan (1996), pp. 448. This implies that \( \mathcal{K}(X) = \mathcal{K}(S) = \sqrt{\mathcal{K}(X^\top X)} \).

---

\(^{15}\)To maintain a simple system of notation, we shall not introduce separate notation for normalized and unnormalized variables. Instead, we shall remember that when the regression model is estimated with normalized variables, we have \( b \in \mathbb{R}^n \), and when it is estimated with unnormalized variables, we have \( b \in \mathbb{R}^{n+1} \).

\(^{16}\)For a description of methods for computing the SVD of a matrix, see, e.g., Golub and Van Loan (1996), pp. 448-460. Routines that compute the SVD are readily available in modern programming languages.
The OLS estimator \( \hat{b} = (X^\top X)^{-1} X^\top y \) in terms of the SVD (19) is

\[
\hat{b} = VS^{-1}U^\top y.
\] (20)

With an infinite-precision computer, the OLS formula (16) and the LS-SVD formula (20) give identical estimates of \( b \). With a finite-precision computer, the standard OLS estimator cannot be computed reliably if \( X^\top X \) is ill-conditioned. However, it is still possible that \( X \) and \( S \) are sufficiently well-conditioned so that the LS-SVD estimator can be computed successfully.\(^{17}\)

### 4.2.2 RLS-Tikhonov

A regularization method replaces an ill-conditioned problem with a well-conditioned problem that gives a similar answer. Tikhonov regularization is commonly used for solving ill-conditioned problems. In statistics, this method is known as ridge regression and is classified as a shrinkage method because it shrinks the norm of estimated coefficient vector relative to the non-regularized solution. Formally, Tikhonov regularization imposes an \( L^2 \) penalty on the magnitude of the regression-coefficient vector; i.e. for a regularization parameter \( \eta \geq 0 \), the vector \( \mathbf{b} (\eta) \) solves

\[
\min_{\mathbf{b}} \| \mathbf{y} - X\mathbf{b} \|_2^2 + \eta \| \mathbf{b} \|_2^2 = \min_{\mathbf{b}} (\mathbf{y} - X\mathbf{b})^\top (\mathbf{y} - X\mathbf{b}) + \eta \mathbf{b}^\top \mathbf{b},
\] (21)

where \( \mathbf{y} \in \mathbb{R}^T \) and \( X \in \mathbb{R}^{T \times n} \) are centered and scaled, and \( \mathbf{b} \in \mathbb{R}^n \). The parameter \( \eta \) controls the amount by which the regression coefficients are shrunk, with larger values of \( \eta \) leading to greater shrinkage.

Note that the scale of an explanatory variable affects the size of the regression coefficient on this variable and hence, it affects how much this coefficient is penalized. Normalizing all explanatory variables \( x_i \) to zero mean and unit standard deviation allows us to use the same penalty \( \eta \) for all coefficients. Furthermore, centering the response variable \( y \) leads to a no-intercept regression model and thus, allows us to impose a penalty on the coefficients \( b_1, \ldots, b_n \) without distorting the intercept \( b_0 \) (the latter is recovered after all other coefficients are computed; see Section 4.1).

\(^{17}\)Another decomposition of \( X \) that leads to a numerically stable LS approach is a QR factorization; see, e.g., Davidson and MacKinnon (1993), pp. 30-31, and Golub and Van Loan (1996), pp. 239.
Finding the first-order condition of (21) with respect to \( b \) gives us the following estimator

\[
\hat{b}(\eta) = (X^\top X + \eta I_n)^{-1} X^\top y,
\]

where \( I_n \) is an identity matrix of order \( n \). Note that Tikhonov regularization adds a positive constant multiple of the identity matrix to \( X^\top X \) prior to inversion. Thus, if \( X^\top X \) is nearly singular, the matrix \( X^\top X + \eta I_n \) is less singular, reducing problems in computing \( \hat{b}(\eta) \). Note that \( \hat{b}(\eta) \) is a biased estimator of \( b \). As \( \eta \) increases, the bias of \( \hat{b}(\eta) \) increases, and its variance decreases. Hoerl and Kennard (1970) show that there exists a value of \( \eta \) such that

\[
E \left[ (\hat{b}(\eta) - b)^\top (\hat{b}(\eta) - b) \right] < E \left[ (\hat{b} - b)^\top (\hat{b} - b) \right],
\]

i.e. the mean squared error (equal to the sum of the variance and the squared bias) of the Tikhonov-regularization estimator, \( \hat{b}(\eta) \), is smaller than that of the OLS estimator, \( \hat{b} \). Two main approaches to finding an appropriate value of the regularization parameter in statistics are ridge trace and cross validation. The ridge-trace approach relies on a stability criterion: we observe a plot showing how \( \hat{b}(\eta) \) changes with \( \eta \) (ridge trace) and select the smallest value of \( \eta \) for which \( \hat{b}(\eta) \) is stable. The cross-validation approach focuses on a statistical-fit criterion. We split the data into two parts, fix some \( \eta \), compute an estimate \( \hat{b}(\eta) \) using one part of the data, and evaluate the fit of the regression (i.e. validate the regression model) using the other part of the data. We then iterate on \( \eta \) to maximize the fit. For a detailed discussion of the ridge-trace and cross-validation approaches used in statistics, see, e.g., Brown (1993), pp. 62-71.

The problem of finding an appropriate value of \( \eta \) for GSSA differs from that in statistics in two respects: First, in Stage 1, our data are not fixed and not exogenous to the regularization process: on each iteration, simulated series are re-computed using a policy function that was obtained in the previous iteration under some value of the regularization parameter. Second, our criteria of stability and accuracy differ from those in statistics. Namely, our criterion of stability is the convergence of fixed-point iteration in Stage 1, and our criterion of fit is the accuracy of the converged solution measured by the size of the Euler equation errors in Stage 2. In Section 6.1, we discuss how we choose the regularization parameter for the RLS-Tikhonov method.
(as well as for other regularization methods presented below) in the context of GSSA.

4.3 LAD approaches

LAD, or $L_1$, regression methods use linear programming to minimize the sum of absolute deviations. LAD methods do not depend on $(X^T X)^{-1}$ and avoid the ill-conditioning problems of LS methods. Section 4.3.1 develops primal and dual formulations of the LAD problem, and Section 4.3.2 proposes regularized versions of both. Section 4.3.3 discusses the advantages and drawbacks of the LAD approaches.

4.3.1 LAD

The basic LAD method solves the optimization problem

$$\min_b \|y - Xb\|_1 = \min_b 1^T |y - Xb|. \quad (23)$$

where $\|\cdot\|_1$ denotes the $L_1$ vector norm, and $|\cdot|$ denotes the absolute value.\footnote{LAD regression is a particular case of quantile regressions introduced by Koenker and Bassett (1978). The central idea behind quantile regressions is the assignment of differing weights to positive versus negative residuals, $y - Xb$. A $\varsigma$-th regression quantile, $\varsigma \in (0, 1)$, is defined as a solution to the problem of minimizing a weighted sum of residuals, where $\varsigma$ is a weight on positive residuals. The LAD estimator is the regression median, i.e. the regression quantile for $\varsigma = 1/2$.}

Without a loss of generality, we assume that $X$ and $y$ are centered and scaled.

There is no explicit solution to the LAD problem (23), but the LAD problem (23) is equivalent to the linear programming problem:

$$\min_{g, b} 1^T g$$

s.t. $-g \leq y - Xb \leq g,$ \quad (24)

$$\min_{g, b} 1^T g$$

s.t. $-g \leq y - Xb \leq g,$ \quad (25)

where $g \in \mathbb{R}^T$. The problem has $n + T$ unknowns. Although this formulation of the LAD problem is intuitive, it is not the most suitable for a numerical analysis.
LAD: primal problem (LAD-PP)  Charnes, Cooper and Ferguson (1955) show that a linear LAD problem can be transformed into the canonical linear programming form. They express the deviation for each observation as a difference between two non-negative variables $v^+_t$ and $v^-_t$, as in

$$y_t - \sum_{i=0}^{n} b_i x_{ti} = v^+_t - v^-_t,$$  \hfill (26)

where $x_{ti}$ is the $t$-th element of the vector $x_i$. The variables $v^+_t$ and $v^-_t$ represent the magnitude of the deviations above and below the fitted line, $\hat{y}_t = X_t \hat{b}$, respectively. The difference $v^+_t + v^-_t$ is the absolute deviation between the fit $\hat{y}_t$ and the observation $y_t$. Thus, the LAD problem is to minimize the total sum of absolute deviations subject to the system of equations (26). In vector notation, this problem is

$$\min_{v^+, v^-} 1^T v^+ + 1^T v^-$$  \hfill (27)

$$\text{s.t. } v^+ - v^- + X b = y,$$  \hfill (28)

$$v^+ \geq 0, \quad v^- \geq 0,$$  \hfill (29)

where $v^+, v^- \in \mathbb{R}^T$. This is called the primal problem. A noteworthy property of its solution is that $v^+_t$ or $v^-_t$ cannot be both strictly positive at a solution; if so, we could reduce both $v^+_t$ and $v^-_t$ by the same quantity and reduce the value of the objective function without affecting the constraint (28). The advantage of (27) – (29) compared to (24) and (25) is that the only inequality constraints in the former problem are variable bounds (29), a feature that often helps make linear programming algorithms more efficient.

LAD: dual problem (LAD-DP)  Linear programming tells us that every primal problem can be converted into a dual problem. The dual problem corresponding to (27) – (29) is

$$\max_{q} y^T q$$  \hfill (30)

$$\text{s.t. } X^T q = 0,$$  \hfill (31)

$$-1_T \leq q \leq 1_T,$$  \hfill (32)

\hfill 19See Ferris, Mangasarian, Wright (2007) for duality theory and examples.
where \( q \in \mathbb{R}^T \) is a vector of unknowns. Wagner (1959) argues that if the number of observations, \( T \), is sizable (i.e. \( T \gg n \)), the dual problem (30) – (32) is computationally less cumbersome than the primal problem (27) – (29). Indeed, the dual problem contains only \( n \) equality restrictions, and the primal problem has contained \( T \) equality restrictions, while the number of lower and upper bounds on unknowns is equal to \( 2T \) in both problems. The elements of the vector \( b \), which is what we want to compute, are equal to the Lagrange multipliers associated with the equality restrictions given in (31).

**4.3.2 Regularized LAD (RLAD)**

We next modify the original LAD problem (23) to incorporate an \( L_1 \) penalty on the coefficient vector \( b \). We refer to the resulting problem as a regularized LAD (RLAD). Like Tikhonov regularization, our RLAD problem shrinks the values of the coefficients toward zero. Introducing an \( L_1 \) penalty in place of the \( L_2 \) penalty from Tikhonov regularization allows us to have the benefits of biasing coefficients to zero but to do so with linear programming. Formally, for a given regularization parameter \( \eta \geq 0 \), the RLAD problem attempts to find the vector \( b(\eta) \) that solves

\[
\min_b \|y - Xb\|_1 + \eta \|b\|_1 = \min_b 1^T|y - Xb| + \eta 1^T|b|, \tag{33}
\]

where \( y \in \mathbb{R}^T \) and \( X \in \mathbb{R}^{T \times n} \) are centered and scaled, and \( b \in \mathbb{R}^n \). As in the case of Tikhonov regularization, centering and scaling of \( X \) and \( y \) in the RLAD problem (33) allows us to use the same penalty parameter for all explanatory variables and to avoid penalizing an intercept. Below, we develop a linear programming formulation of the RLAD problem in which an absolute value term \( |b_i| \) is replaced with a difference between two non-negative variables. Our approach is parallel to the one we used to construct the primal problem (27) – (29) and differs from the approach used in statistics.\(^{20}\)

**RLAD: primal problem (RLAD-PP)** To cast the RLAD problem (33) into a canonical linear programming form, we represent the coefficients of the vector \( b \) as \( b_i = \varphi_i^+ - \varphi_i^- \), with \( \varphi_i^+ \geq 0, \varphi_i^- \geq 0 \) for \( i = 1, \ldots, n \). The regularization is done by adding to the objective a penalty linear in each \( \varphi_i^+ \)

\(^{20}\)Wang, Gordon and Zhu (2006) construct a RLAD problem in which \( |b_i| \) is represented as \( \text{sign} (b_i) b_i \).
and $\phi^+$. The resulting regularized version of the primal problem (27) – (29) is
\[
\min_{v^+, v^- : \phi^+, \phi^-} 1_T^Tv^+ + 1_T^Tv^- + \eta 1_n^T\phi^+ + \eta 1_n^T\phi^-
\]
subject to
\[
v^+ - v^- + X\phi^+ - X\phi^- = y,
\]
\[
v^+ \geq 0, \quad v^- \geq 0,
\]
\[
\phi^+ \geq 0, \quad \phi^- \geq 0,
\]
where $\phi^+, \phi^- \in \mathbb{R}^n$ are vectors that define $b(\eta)$. The above problem has $2T + 2n$ unknowns, as well as $T$ equality restrictions (35) and $2T + 2n$ lower bounds (36) and (37).

**RLAD: dual problem (RLAD-DP)** The dual problem corresponding to the RLAD-PP (34) – (37) is
\[
\max_q y^Tq
\]
subject to
\[
X^Tq \leq \eta \cdot 1_n,
\]
\[
-X^Tq \leq \eta \cdot 1_n,
\]
\[
-1_T \leq q \leq 1_T,
\]
where $q \in \mathbb{R}^T$ is a vector of unknowns. Here, $2n$ linear inequality restrictions are imposed by (39) and (40), and $2T$ lower and upper bounds on $T$ unknown components of $q$ are given in (41). By solving the dual problem, we obtain the coefficients of the vectors $\phi^+$ and $\phi^-$ as the Lagrange multipliers associated with (39) and (40), respectively; we can then restore the RLAD estimator using $b(\eta) = \phi^+ - \phi^-.$

4.3.3 Advantages and drawbacks of LAD approaches

LAD approaches are more robust to outliers than LS approaches because they minimize errors without squaring them and thus, place comparatively less weight on distant observations than LS approaches do. LAD approaches have two advantages compared to LS approaches. First, the statistical literature suggests that LAD estimators are preferable if regression disturbances are non-normal, asymmetric, or heavy-tailed; see Narula and Wellington (1982), and Dielman (2005) for surveys. Second, LAD methods can easily accommodate additional linear restrictions on the regression coefficients,
e.g., restrictions that impose monotonicity of policy functions. In contrast, adding such constraints for LS methods changes an unconstrained convex minimization problem into a linearly constrained convex minimization problem, and substantially increases the computational difficulty.

LAD approaches have two drawbacks compared to the LS approaches. First, an LAD estimator does not depend smoothly on the data; since it corresponds to the median, the minimal sum of absolute deviations is not differentiable in the data. Moreover, an LAD regression line may not even be continuous in the data: a change in the data could cause the solution switch from one vertex of the feasible set of coefficients to another vertex. This jump will cause a discontinuous change in the regression line, which in turn will produce a discontinuous change in the simulated path. These jumps would create problems in solving for a fixed point. Second, LAD approaches require solving linear programming problems whereas LS approaches use only linear algebra operations. Therefore, LAD approaches tend to be more costly than LS approaches.

4.4 Principal component (truncated SVD) method

In this section, we describe a principal component method that reduces the multicollinearity in the data to a target level. Let \( X \in \mathbb{R}^{T \times n} \) be a matrix of centered and scaled explanatory variables and consider the SVD of \( X \) defined in (19). Let us make a linear transformation of \( X \) using \( Z \equiv XV \), where \( Z \in \mathbb{R}^{T \times n} \) and \( V \in \mathbb{R}^{n \times n} \) is the matrix of singular vectors of \( X \) defined by (19). The vectors \( z_1, ..., z_n \) are called principal components of \( X \). They are orthogonal, \( z_i^T z_i = 0 \) for any \( i' \neq i \), and their norms are related to the singular values \( s_i \) by \( z_i^T z_i = s_i^2 \). Principal components have two noteworthy properties. First, the sample mean of each principal component \( z_i \) is equal to zero, since it is given by a linear combination of centered variables \( X_1, ..., X_n \), each of which has a zero mean; second, the variance of each principal component is equal to \( s_i^2 / T \), because we have \( z_i^T z_i = s_i^2 \).

Since the SVD method orders the singular values from the largest, the first principal component \( z_1 \) has the largest sample variance among all the principal components, while the last principal component \( z_n \) has the smallest sample variance. In particular, if \( z_i \) has a zero variance (equivalently, a zero singular value, \( s_i = 0 \)), then all entries of \( z_i \) are equal to zero, \( z_i = (0, ..., 0)^T \), which implies that the variables \( x_1, ..., x_n \) constituting this particular principal component are linearly dependent. Therefore, we can reduce the degrees
of ill-conditioning of $X$ to some target level by excluding low-variance principle components corresponding to small singular values.

To formalize the above idea, let $\kappa$ represent the largest condition number of $X$ that we are willing to tolerate. Let us compute the ratios of the largest singular value to all other singular values, $\frac{s_1}{s_2}, ..., \frac{s_1}{s_n}$. (Recall that the last ratio is the actual condition number of the matrix $X$; $\kappa(X) = \kappa(S) = \frac{s_1}{s_n}$.) Let $Z^r \equiv (z_1, ..., z_r) \in \mathbb{R}^{T \times r}$ be the first $r$ principal components for which $\frac{s_1}{s_i} \leq \kappa$, and let us remove the last $n - r$ principal components for which $\frac{s_1}{s_i} > \kappa$. By construction, the matrix $Z^r$ has a condition number which is smaller than or equal to $\kappa$.

Let us consider the regression equation (14) and let us approximate $Xb$ using $Z^r$ such that $Xb = XVV^{-1}b \approx XV^r (V^r)^{-1} b_{(r)} = Z^r \vartheta^r$, where $V^r = (v_1, ..., v_r) \in \mathbb{R}^{n \times r}$ contains the first $r$ right singular vectors of $X$ and $\vartheta^r \equiv (V^r)^{-1} b_{(r)} \in \mathbb{R}^r$. The resulting regression equation is

$$y = Z^r \vartheta^r + \varepsilon,$$

where $y$ is centered and scaled. The coefficients $\vartheta^r$ can be estimated by any of the methods described in Sections 4.2 and 4.3. For example, we can compute the OLS estimator (16). Once we compute $\vartheta^r$, we can recover the coefficients $\hat{b}(\kappa) = V^r \vartheta^r \in \mathbb{R}^n$.

We can remove collinear components of the data using a truncated SVD method instead of the principal component method. Let the matrix $X^r \in \mathbb{R}^{T \times n}$ be defined by a truncated SVD of $X$, such that $X^r \equiv U^r S^r (V^r)^\top$ where $U^r \in \mathbb{R}^{T \times r}$ and $V^r \in \mathbb{R}^{n \times r}$ are the first $r$ columns of $U$ and $V$, respectively, and $S^r \in \mathbb{R}^{r \times r}$ is a diagonal matrix whose entries are the $r$ largest singular values of $X$. As follows from the theorem of Eckart and Young (1936), $X^r$ is the closest rank $r$ approximation of $X \in \mathbb{R}^{T \times n}$. In terms of $X^r$, the regression equation is $y = X^r \hat{b}(r) + \varepsilon$. Using the definition of $X^r$, we can write $X^r \hat{b}(r) = X^r V^r (V^r)^{-1} b_{(r)} = X^r V^r \vartheta^r = U^r S^r \vartheta^r$, where $\vartheta^r \equiv (V^r)^{-1} b_{(r)} \in \mathbb{R}^r$. Again, we can estimate the resulting regression model $y = U^r S^r \vartheta^r + \varepsilon$ with any of the methods described in Sections 4.2 and 4.3 and recover $\hat{b}(r) = V^r \vartheta^r \in \mathbb{R}^n$. In particular, we can find $\vartheta^r$ using the OLS method and arrive at

$$\hat{b}(r) = V^r (S^r)^{-1} (U^r)^\top y.$$

We call the estimator (43) regularized LS using truncated SVD (RLS-TSVD). If $r = n$, then RLS-TSVD coincides with LS-SVD described in Section
4.2.1.21 The principal component and truncated SVD methods are related through $Z^r = X^r V^r$.

We shall make two remarks. First, the principal component regression (42) is well suited to the shrinkage type of regularization methods without additional scaling: the lower is the variance of a principal component, the larger is the corresponding regression coefficient and the more heavily such a coefficient is penalized by a regularization method. Second, we should be careful with removing low variance principal components since they may contain important pieces of information. To rule out only the case of extremely collinear variables, a safe strategy would be to set $\kappa$ to a very large number, e.g., to $10^{14}$ on a machine with 16 digits of precision.

4.5 Other factors affecting numerical stability

We complement our discussion by analyzing two other factors that can affect numerical stability of GSSA, the choice of a family of basis functions and the choice of policy functions to parameterize.

4.5.1 Choosing a family of basis functions

We restrict attention to polynomial families of basis functions in (13). Let us first consider an ordinary polynomial family, $O_m(x) = x^m$, $m = 0, 1, \ldots$. The basis functions of this family look very similar (namely, $O_2(x) = x^2$ looks similar to $O_4(x) = x^4$, and $O_3(x) = x^3$ looks similar to $O_5(x) = x^5$); see Figure 2a. As a result, the explanatory variables in the regression equation are likely to be strongly correlated (i.e. the LS problem is ill-conditioned) and estimation methods (e.g., OLS) may fail because they cannot distinguish

---

21 A possible alternative to the truncated SVD is a truncated QR factorization method with pivoting of columns; see Eldén (2007), pp. 72-74. The latter method is used in MATLAB to construct a powerful back-slash operator for solving linear systems of equations.

22 Hadi and Ling (1998) construct an artificial regression example with four principal components, for which the removal of the lowest variance principal component reduces the explanatory power of the regression dramatically: $R^2$ drops from 1.00 to 0.00.
between similarly shaped polynomial terms.

In contrast, for families of orthogonal polynomials (e.g., Hermite, Chebyshev, Legendre), basis functions have very different shapes and hence, the multicollinearity problem is likely to manifest to a smaller degree, if at all.\textsuperscript{23} In the paper, we consider the case of Hermite polynomials. Such polynomials can be defined with a simple recursive formula: \( H_0(x) = 1 \), \( H_1(x) = x \) and \( H_m(x) = xH_m(x) - mH_{m-1}(x) \). For example, for \( m = 1, ..., 5 \), this formula yields \( H_0(x) = 1 \), \( H_1(x) = x \), \( H_2(x) = x^2 - 1 \), \( H_3(x) = x^3 - 3x \), \( H_4(x) = x^4 - 6x^2 + 3 \), and \( H_5(x) = x^5 - 10x^3 + 15x \). These basis functions look different; see Figure 2b.

Two points are in order. First, Hermite polynomials are orthogonal under the Gaussian density function, but not orthogonal under the ergodic measure of our simulations. Still, Hermite polynomials are far less correlated than ordinary polynomials which may suffice to avoid ill-conditioning. Second, even though using Hermite polynomials helps us avoid ill-conditioning in one variable, it will not help to deal with multicollinearity across variables. For example, if \( k_t \) and \( a_t \) happen to be perfectly correlated, certain Hermite-polynomial terms for \( k_t \) and \( a_t \), like \( H_2(k_t) = k_t^2 - 1 \) and \( H_2(a_t) = a_t^2 - 1 \), are also perfectly correlated and hence, \( X \) is singular. Thus, we may still need regression methods that are able to treat ill-conditioned problems.\textsuperscript{24}

\textsuperscript{23}This useful feature of orthogonal polynomials is emphasized by Judd (1992) in the context of projection methods.

\textsuperscript{24}Christiano and Fisher (2000) found that multicollinearity can plague the regression step even with orthogonal (Chebyshev) polynomials as basis functions.
4.5.2 Choosing policy functions to approximate

The numerical stability of the approximation step is a necessary but not sufficient condition for the numerical stability of GSSA. It might happen that fixed-point iteration in (11) does not converge along iterations even if the policy function is successfully approximated on each iteration. The fixed-point iteration procedure (even with damping) is sensitive to the nature of non-linearity of solutions. There exist many logically-equivalent ways to parameterize solutions, with some parameterizations working better than others. A slight change in the non-linearity of solutions due to variations in the model’s parameters might shift the balance between different parameterizations; see Judd (1998), pp. 557, for an example. Switching to a different policy function to approximate can possibly help stabilize fixed-point iteration. Instead of capital policy function (6), we can approximate the policy function for marginal utility in the left side of the Euler equation (5), \[ u'(c_t) = \Psi_u(k_t, a_t; b) \]. This parameterization is common for the literature using Marcet’s (1988) simulation-based PEA (although the parameterization of capital policy functions is also used to solve models with multiple Euler equations; see, e.g., Den Haan, 1990).

5 Increasing accuracy of integration

In Sections 5.1 and 5.2, we describe the Monte Carlo and deterministic integration methods, respectively. We argue that accuracy of integration plays a determinant role in the accuracy of GSSA solutions.

5.1 Monte Carlo integration

A one-node Monte Carlo integration method approximates an integral with the next-period’s realization of the integrand; we call it \( MC(1) \). Setting \( \epsilon_{t+1,1} = \epsilon_{t+1} \) and \( \omega_{t,1} = 1 \) transforms (8) into

\[ y_t = \beta \frac{u'(c_{t+1})}{u'(c_t)} [1 - \delta + a_{t+1} f'(k_{t+1})] k_{t+1}. \]  

(44)

This integration method is used in Marcet’s (1988) simulation-based version of PEA.

A \( J \)-node Monte Carlo integration method, denoted by \( MC(J) \), draws \( J \) shocks, \( \{\epsilon_{t+1,j}\}_{j=1,...,J} \) (which are unrelated to \( \epsilon_{t+1} \), the shock along the
simulated path) and computes \( y_t \) in (8) by assigning equal weights to all draws, i.e. \( \omega_{t,j} = 1/J \) for all \( j \) and \( t \).

An integration error is given by \( \varepsilon_{1,t} \equiv y_t - E_t \), where \( E_t \) denotes the exact value of conditional expectation in (7). The OLS estimator (16) yields \( \hat{b} = b + \left[ (X^\top X)^{-1} \right] (X^\top \varepsilon') \), where \( \varepsilon' \equiv (\varepsilon_{1,t}, ..., \varepsilon_T)' \in \mathbb{R}^T \). Assuming that \( \varepsilon_I^t \) is i.i.d. with zero mean and constant variance, \( \sigma^2_\varepsilon \), we have the standard version of the central limit theorem. For the conventional one-node Monte Carlo integration method, \( MC(1) \), the asymptotic distribution of the OLS estimator is given by \( \sqrt{T} \left( \hat{b} - b \right) \sim N \left( 0, [X^\top X]^{-1} \sigma^2_\varepsilon \right) \), and the convergence rate of the OLS estimator is \( \sqrt{T} \). Similarly, the convergence rate for \( MC(J) \) is \( \sqrt{TJ} \). To decrease errors by an order of magnitude, we must increase either the simulation length, \( T \), or the number of draws, \( J \), by two orders of magnitude, or do some combination of the two.

Since the convergence of Monte Carlo integration is slow, high accuracy is theoretically possible but impractical. In a typical real business cycle model, variables fluctuate by several percents and so does the variable \( y_t \) given by (44). If a unit-free integration error \( \left| \frac{y_t - E_t}{E_t} \right| \) is on average \( 10^{-2} \) (i.e. 1%), then a regression model with \( T = 10,000 \) observations has errors of order \( 10^{-2} / \sqrt{T} = 10^{-4} \). To reduce errors to order \( 10^{-5} \), we would need to increase the simulation length to \( T = 1,000,000 \). Thus, the cost of accuracy improvements is prohibitive.\(^{26}\)

5.2 One-dimensional quadrature integration

Deterministic integration methods are unrelated to simulations. In our model with one normally distributed exogenous random variable, we can approximate a one-dimensional integral using Gauss-Hermite quadrature. A \( J \)-node Gauss-Hermite quadrature method, denoted by \( Q(J) \), computes \( y_t \) in (8) using \( J \) deterministic integration nodes and weights. For example, a two-node Gauss-Hermite quadrature method, \( Q(2) \), uses nodes \( \epsilon_{t+1,1} = -\sigma, \epsilon_{t+1,2} = \sigma \) and weights \( \omega_{t,1} = \omega_{t,2} = \frac{1}{2} \), and a three-node Gauss-Hermite quadrature method, \( Q(3) \), uses nodes \( \epsilon_{t+1,1} = 0, \epsilon_{t+1,2} = \sigma \sqrt{\frac{2}{3}}, \epsilon_{t+1,3} = -\sigma \sqrt{\frac{2}{3}} \).

\(^{25}\)Other types of approximation errors are discussed in Judd et al. (2011a).

\(^{26}\)In a working-paper version of the present paper, Judd, Maliar, Maliar (2009) develop a variant of GSSA based on the one-node Monte Carlo integration method. This variant of GSSA is included in the comparison analysis of Kollmann et al. (2011b).
and weights $\omega_{t,1} = \frac{2\sqrt{\pi}}{3}$, $\omega_{t,2} = \omega_{t,3} = \frac{\sqrt{\pi}}{6}$. A special case of the Gauss-Hermite quadrature method is a one-node rule, $Q(1)$, which uses a zero node, $\epsilon_{t+1,1} = 0$, and a unit weight, $\omega_{t,1} = 1$. Integration errors under Gauss-Hermite quadrature integration can be assessed using the Gauss-Hermite quadrature formula, see, e.g., Judd (1998), pp. 261. For a function that is smooth and has little curvature, the integration error decreases rapidly with the number of integration nodes, $J$. In particular, Gauss-Hermite quadrature integration is exact for functions that are linear in the exogenous random variable.

5.3 Multi-dimensional quadrature and monomial integration

We now discuss deterministic integration methods suitable for models with multiple exogenous random variables (in Section 6.6, we extend our baseline model to include multiple countries hit by idiosyncratic shocks). In this section, we just provide illustrative examples, and a detailed description of such methods is given in Appendix B.

With a small number of normally distributed exogenous random variables, we can approximate multi-dimensional integrals with a Gauss-Hermite product rule which constructs multi-dimensional nodes as a tensor product of one-dimensional nodes. Below, we illustrate an extension of the two-node quadrature rule to the multi-dimensional case by way of example.

Example 3 Let $\epsilon_{t+1}^h \sim N(0, \sigma^2)$, $h = 1, 2, 3$ be uncorrelated random variables. A two-node Gauss-Hermite product rule, $Q(2)$, (obtained from the two-node Gauss-Hermite rule) has $2^3$ nodes, which are as follows:

<table>
<thead>
<tr>
<th>$j$</th>
<th>$j=1$</th>
<th>$j=2$</th>
<th>$j=3$</th>
<th>$j=4$</th>
<th>$j=5$</th>
<th>$j=6$</th>
<th>$j=7$</th>
<th>$j=8$</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\epsilon_{t+1}^1$</td>
<td>$\sigma$</td>
<td>$\sigma$</td>
<td>$\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$-\sigma$</td>
<td>$-\sigma$</td>
<td>$-\sigma$</td>
</tr>
<tr>
<td>$\epsilon_{t+1}^2$</td>
<td>$\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$-\sigma$</td>
<td>$\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$-\sigma$</td>
</tr>
<tr>
<td>$\epsilon_{t+1}^3$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
<td>$\sigma$</td>
<td>$-\sigma$</td>
</tr>
</tbody>
</table>

where weights of all nodes are equal, $\omega_{t,j} = 1/8$ for all $j$.

Under a $J$-node Gauss-Hermite product rule, the number of nodes grows exponentially with the number of exogenous random variables, $N$. Even if there are just two nodes for each random variable, the total number of nodes
is prohibitively large for large $N$; for example, if $N = 100$, we have $2^N \approx 10^{30}$ nodes. This makes product rules impractical.

With a large number of exogenous random variables, a feasible alternative to product rules is monomial rules. Monomial rules construct multi-dimensional integration nodes directly in a multi-dimensional space. Typically, the number of nodes under monomial rules grows polynomially with the number of exogenous random variables. In Appendix B, we present a description of two monomial rules, denoted by $M_1$ and $M_2$, which have $2N$ and $2N^2 + 1$ nodes, respectively. In particular, $M_1$ constructs nodes by considering consecutive deviations of each random variable holding the other random variables fixed to their expected values. We illustrate this construction using the setup of Example 3.

**Example 4** Let $\epsilon_{t+1}^h \sim N(0, \sigma^2)$, $h = 1, 2, 3$ be uncorrelated random variables. A monomial non-product rule $M_1$ has $2 \cdot 3$ nodes, which are as follows:

<table>
<thead>
<tr>
<th>$j$</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
<th>6</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\epsilon_{t+1,j}^1$</td>
<td>$\sigma\sqrt{3}$</td>
<td>$-\sigma\sqrt{3}$</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>$\epsilon_{t+1,j}^2$</td>
<td>0</td>
<td>0</td>
<td>$\sigma\sqrt{3}$</td>
<td>$-\sigma\sqrt{3}$</td>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>$\epsilon_{t+1,j}^3$</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>$\sigma\sqrt{3}$</td>
<td>$-\sigma\sqrt{3}$</td>
</tr>
</tbody>
</table>

where weights of all nodes are equal, $\omega_{t,j} = 1/6$ for all $j$.

Since the cost of $M_1$ increases with $N$ only linearly, this rule is feasible for approximation of integrals with very large dimensionality. For example, with $N = 100$, the total number of nodes is only $2N = 200$.

The one-node Gauss-Hermite quadrature rule, $Q(1)$, will play a special role in our analysis. This is the cheapest deterministic integration method since there is just one node for any number of exogenous random variables. Typically, there is a trade off between accuracy and cost of integration methods: having more nodes leads to a more accurate approximation of integrals but is also more costly. In our numerical experiments, the Gauss-Hermite quadrature rule and monomial rules lead to virtually the same accuracy with an exception of the one-node Gauss-Hermite rule producing slightly less accurate solutions. Overall, the accuracy levels attained by GSSA under deterministic integration methods are orders of magnitude higher than those attained under the Monte Carlo method.27

27 Quasi Monte Carlo integration methods based on low-discrepancy sequences of shocks may also give more accurate solutions than Monte Carlo integration methods; see Geweke (1996) for a review.
6 Numerical experiments

In this section, we discuss the implementation details of GSSA and describe the results of our numerical experiments. We first solve the representative-agent model of Section 2.1, and we then solve two more challenging applications, a model with rare disasters and a model with multiple countries.

6.1 Implementation details

Model’s parameters We assume a constant relative risk aversion utility function, \( u(c_t) = \frac{c_t^{1-\gamma}}{1-\gamma} \), with a risk-aversion coefficient \( \gamma \in (0, \infty) \) and a Cobb-Douglas production function, \( f(k_t) = k_t^{\alpha} \), with a capital share \( \alpha = 0.36 \). The discount factor is \( \beta = 0.99 \), and the parameters in (4) are \( \rho = 0.95 \) and \( \sigma = 0.01 \). The parameters \( \delta \) and \( \gamma \) vary across experiments.

Algorithm’s parameters The convergence parameter \( \varpi \) in the convergence criterion (10) must be chosen by taking into account a trade off between accuracy and speed in a given application (a too strict criterion wastes computer time, while a too loose criterion reduces accuracy). In our experiments, we find it convenient to adjust \( \varpi \) to a degree of the approximating polynomial \( m \) and to the damping parameter \( \xi \) in (11) by \( \varpi = 10^{-4-m} \xi \). The former adjustment allows us to roughly match accuracy levels attainable under different polynomial degrees in our examples. The latter adjustment ensures that different values of \( \xi \) imply roughly the same degree of convergence in the time-series solution (note that the smaller is \( \xi \), the smaller is the difference between the series \( k_{t+1}^{(p)} \) and \( k_{t+1}^{(p+1)} \), and in particular, if \( \xi = 0 \), the series do not change from one iteration to another). In most experiments, we use \( \xi = 0.1 \), which means that \( \varpi \) decreases from \( 10^{-6} \) to \( 10^{-10} \) when \( m \) increases from 1 to 5. To start iterations, we use an arbitrary guess \( k_{t+1} = 0.95k_t + 0.05ka_t \), where \( \overline{k} \) is the steady-state capital. To compute a polynomial solution of degree \( m = 1 \), we start iterations from a fixed low-accuracy solution; to compute a solution of a degree \( m \geq 2 \), we start from the solution of degree \( m - 1 \). The initial condition is the steady state, \( (k_0, a_0) = (\overline{k}, 1) \).

Regularization parameters For RLS-Tikhonov, RLAD-PP and RLAD-DP, it is convenient to normalize the regularization parameter by the sim-
ulation length, $T$, and the number of the regression coefficients, $n$. For RLS-Tikhonov, this implies an equivalent representation of the LS problem (21): \[
\min_b \frac{1}{T} (y - Xb)^\top (y - Xb) + \frac{\eta}{n} b^\top b, \]
where $\eta$ reflects a trade-off between the average squared error $\frac{1}{T} (y - Xb)^\top (y - Xb)$ and the average squared coefficient $\frac{1}{n} b^\top b$. Since $\eta$ is constructed to be invariant to changes in $T$ and $n$, the same numerical value of $\eta$ often works well for experiments with different $T$ and $n$ (and thus, different polynomial degrees $m$). For the RLAD problem (33), we have \[
\min_b \frac{1}{T} |y - Xb| + \frac{\eta}{n} |b|. \]

To select appropriate values of the regularization parameters for our regularization methods, we use the approach that combines the ideas of ridge trace and cross validation, as described in Section 4.2.2. We specifically search for a value of the regularization parameter that ensures both the numerical stability (convergence) of fixed-point iteration in Stage 1 and high accuracy of solutions in Stage 2. In our experiments, we typically use the smallest degree of regularization that ensures numerical stability of fixed-point iteration; we find that this choice also leads to accurate solutions.\footnote{We tried to automate a search of the regularization parameter by targeting some accuracy criterion in Stage 2. The outcome of the search was sensitive to a realization of shocks and an accuracy criterion (e.g., mean squared error, mean absolute error, maximum error). In the studied models, accuracy improvements were small, while costs increased substantially. We did not pursue this approach.}

**Results reported, hardware and software** For each experiment, we report the value of a regularization parameter (if applicable), time necessary for computing a solution, as well as unit-free Euler equation errors (12) on a stochastic simulation of $T_{\text{test}} = 10,200$ observations (we discard the first 200 observations to eliminate the effect of initial conditions); see Juillard and Villemot (2011) for a discussion of other accuracy measures. To compute conditional expectations in the test, we use a highly accurate integration method $Q(10)$. We run the experiments on a desktop computer ASUS with Intel(R) Core(TM)2 Quad CPU Q9400 (2.66 GHz). Our programs are written in MATLAB, version 7.6.0.324 (R2008a). To solve the linear programming problems, we use a routine "linprog" under the option of an interior-point method.\footnote{A possible alternative to the interior-point method is a simplex method. Our experiments indicated that the simplex method, incorporated in MATLAB, was slower than the interior-point method; occasionally, it was also unable to find an initial guess. See Portnoy and Koenker (1997) for a comparison of interior-point and simplex-based algorithms.} To increase the speed of computations in
MATLAB, we use vectorization (e.g., we approximate conditional expectation in all simulated points at once rather than point by point, compute all policy functions at once rather than one by one).

6.2 Testing numerical stability

We consider a version of the representative-agent model under $\delta = 1$ and $\gamma = 1$. This model admits a closed-form solution, $k_{t+1} = \alpha \beta a_t k_t^\alpha$. To compute conditional expectations, we use the one-node Monte Carlo integration method (44). A peculiar feature of this model is that the integrand of conditional expectation in the Euler equation (7) is equal to $k_{t+1}$ for all possible realizations of $a_{t+1}$. Since the integrand does not have a forward-looking component, the choice of integration method has little impact on accuracy. We can therefore concentrate on the issue of numerical stability of GSSA.

We consider four non-regularization methods (OLS, LS-SVD, LAD-PP, and LAD-DP) and four corresponding regularization methods (RLS-Tikhonov, RLS-TSVD, RLAD-PP, and RLAD-DP). The RLS-TSVD method is also a representative of the principal component approach. We use both unnormalized and normalized data, and we consider both ordinary and Hermite polynomials. We use a relatively short simulation length of $T = 3,000$ because the primal-problem formulations LAD-PP and RLAD-PP proved to be costly in terms of time and memory. In particular, when $T$ exceeded 3,000,
Our stabilization techniques proved to be remarkably successful in the examples considered. When the OLS method is used with unnormalized data and ordinary polynomials, we cannot go beyond the second-degree polynomial approximation. Normalization of variables alone allows us to compute degree three polynomial solutions. LS-SVD and LAD with unnormalized data deliver the fourth-degree polynomial solutions. All regularization methods successfully computed degree five polynomial approximations. Hermite polynomials ensure numerical stability under any approximation method (all methods considered lead to nearly identical results). The solutions are very accurate with mean errors of order $10^{-9}$.

For the regularization methods, we compare the results under two degrees of regularization. When a degree of regularization is low, the regularization methods deliver accuracy levels that are comparable or superior to those of the corresponding non-regularization methods. However, an excessively large degree of regularization reduces accuracy because the regression coefficients are excessively biased. Finally, under any degree of regularization, RLS-Tikhonov leads to visibly less accurate solutions than the other LS regularization method, RLS-TSVD. This happens because RLS-Tikhonov and RLS-TSVD work with different objects: the former works with a very ill-

<table>
<thead>
<tr>
<th>Table 1. Stability of GSSA in the representative-agent model with a closed-form solution: the role of approximation method, data normalization and polynomial family.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Polynomial degree</td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td></td>
</tr>
<tr>
<td>1$^a$</td>
</tr>
<tr>
<td>2$^b$</td>
</tr>
<tr>
<td>3$^a$</td>
</tr>
<tr>
<td>4$^c$</td>
</tr>
<tr>
<td>5$^a$</td>
</tr>
<tr>
<td>6$^b$</td>
</tr>
<tr>
<td>7$^a$</td>
</tr>
<tr>
<td>8$^b$</td>
</tr>
<tr>
<td>9$^a$</td>
</tr>
<tr>
<td>10$^b$</td>
</tr>
<tr>
<td>11$^a$</td>
</tr>
<tr>
<td>12$^b$</td>
</tr>
<tr>
<td>13$^a$</td>
</tr>
<tr>
<td>14$^b$</td>
</tr>
<tr>
<td>15$^a$</td>
</tr>
<tr>
<td>16$^b$</td>
</tr>
<tr>
<td>17$^a$</td>
</tr>
<tr>
<td>18$^b$</td>
</tr>
<tr>
<td>19$^a$</td>
</tr>
<tr>
<td>20$^b$</td>
</tr>
</tbody>
</table>

Remark: $\text{RMSE}$ and $\text{MAE}$ are, respectively, the average and maximum absolute root mean square errors (in log10 units) on a stochastic simulation of 10,000 observations. $\text{CPU}$ is the time necessary for computing a solution (in seconds). $\psi$ is the regularization parameter in RLS-Tikhonov, RLS-TSVD and RLS-IP; $\rho$ is the regularization parameter in RLS-TSVD. In all experiments, we use the one-node Monte Carlo integration method, $\text{MC}$, the simulation length $T = 1,000$, and the damping parameter $\xi = 0.1$.
conditioned matrix $X^T X$, while the latter works with a better conditioned matrix $S$.

### 6.3 Testing accuracy

We study a version of the model with $\gamma = 1$ and $\delta = 0.02$. With partial depreciation of capital, the integrand of conditional expectation in the Euler equation (7) does depend on $a_{t+1}$, and the choice of integration method plays a critical role in the accuracy of solutions. In all the experiments, we use ordinary polynomials and RLS-TSVD with $\kappa = 10^7$. This choice ensures numerical stability, allowing us to concentrate on the accuracy of integration.

We first assess the performance of GSSA based on the Monte Carlo method, $MC (J)$, with $J = 1$ and $J = 2,000$. (Recall that $MC (1)$ uses one random draw, and $MC (2000)$ uses a simple average of 2,000 random draws for approximating an integral in each simulated point). We consider four different simulation lengths, $T \in \{100, 1000, 10,000, 100,000\}$. The results are provided in Table 2.

#### Table 2. Accuracy of GSSA in the representative-agent model with partial depreciation of capital: the role of integration method (Monte Carlo versus Gauss-Hermite quadrature method).

<table>
<thead>
<tr>
<th>Polynomial degree</th>
<th>Monte Carlo method</th>
<th>Gauss-Hermite quadrature method</th>
</tr>
</thead>
<tbody>
<tr>
<td>$T=100$</td>
<td></td>
<td></td>
</tr>
<tr>
<td>$3^\text{rd}$</td>
<td>-3.34, -2.80, 0.2</td>
<td>-3.41, -2.40, 0.5</td>
</tr>
<tr>
<td>$4^\text{th}$</td>
<td>-3.27, -2.73, 0.4</td>
<td>-3.34, -3.47</td>
</tr>
<tr>
<td>$5^\text{th}$</td>
<td>-3.22, -2.40, 0.7</td>
<td>-3.24, -2.40, 0.9</td>
</tr>
<tr>
<td>$T=1000$</td>
<td></td>
<td></td>
</tr>
<tr>
<td>$3^\text{rd}$</td>
<td>-4.24, -3.40, -1.1</td>
<td>-4.26, -3.38</td>
</tr>
<tr>
<td>$4^\text{th}$</td>
<td>-4.22, -3.39, -1.3</td>
<td>-4.26, -3.38, -1.5</td>
</tr>
<tr>
<td>$5^\text{th}$</td>
<td>-4.18, -3.30, -1.9</td>
<td>-4.23, -3.28, -2.1</td>
</tr>
</tbody>
</table>

#### Table Footnotes:

30 Alternatively, we can apply a Tikhonov-type of regularization directly to $S$ by adding $\eta I_n$, i.e. $b(q) = V (S + \eta I_n)^{-1} U y$. This version of Tikhonov regularization will produce solutions that are at least as accurate as those produced by LS-SVD. However, in some applications, such as large-scale economies, computing the SVD can be costly or infeasible, and the standard Tikhonov regularization based on $X'X$ can be still useful.
The performance of the Monte Carlo method is poor. Under $MC(1)$, GSSA can deliver high-degree polynomial approximations only if $T$ is sufficiently large (if $T$ is small, Monte Carlo integration is so inaccurate that simulated series either explode or implode). A ten-times increase in the simulation length (e.g., from $T = 10,000$ to $T = 100,000$) decreases errors by about a factor of three. This is consistent with a $\sqrt{T}$-rate of convergence of $MC(1)$; see Section 5.1. Increasing the number of nodes $J$ from 1 to 2,000 augments accuracy by about $\sqrt{J}$ and helps restore numerical stability. The most accurate solution is obtained under the polynomial of degree three and corresponds to a combination of $T$ and $J$ with the largest number of random draws (i.e. $T = 10,000$ and $J = 2,000$). Overall, high-degree polynomials do not necessarily lead to more accurate solutions than low-degree polynomials because accuracy is dominated by large errors produced by Monte Carlo integration. Thus, even though our stabilization techniques enable us to compute polynomial approximations of five degrees, there is no gain in going beyond the third-degree polynomial if Monte Carlo integration is used.

We next consider the Gauss-Hermite quadrature method $Q(J)$ with $J = 1, 2, 10$. The results change dramatically: all the studied cases become numerically stable, and the accuracy of solutions increases by orders of magnitude. $Q(J)$ is very accurate even with just two nodes: increasing the number of nodes from $J = 2$ to $J = 10$ does not visibly reduce the approximation errors in the table. The highest accuracy is attained with the degree five polynomials, $T = 100,000$, and the most accurate integration method $Q(10)$. The mean absolute error is around $10^{-9}$ and is nearly three orders of magnitude lower than that attained under Monte Carlo integration. Thus, high-degree polynomials do help increase the accuracy of solutions if integration is accurate.

Note that even the least accurate solution obtained under the Gauss-Hermite quadrature method with $T = 100$ and $J = 1$ is still more accurate than the most accurate solution obtained under the Monte Carlo method with $T = 10,000$ and $J = 2,000$. The simulation length $T$ plays a less important role in accuracy and numerical stability of GSSA under $Q(J)$ than under $MC(J)$ because $Q(J)$ uses simulated points only for constructing the domain, while $MC(J)$ uses such points for both constructing the domain and evaluating integrals. To decrease errors from $10^{-5}$ to $10^{-9}$ under the Monte Carlo method $MC(1)$, we would need to increase the simulation length from $T = 10^4$ to $T = 10^{12}$. 
6.4 Sensitivity of GSSA to the risk-aversion coefficient

We test GSSA in the model with very low and very high degrees of risk aversion, $\gamma = 0.1$ and $\gamma = 10$. We restrict attention to three regularization methods RLS-Tikhonov, RLS-TSVD and RLAD-DP (in the limit, these methods include non-regularization methods OLS, LS-SVD and LAD-DP, respectively). We omit RLAD-PP because of its high cost. In all experiments, we use $T = 10,000$ and an accurate integration method $Q(10)$ (however, we found that $Q(2)$ leads to virtually the same accuracy). The results are presented in Table 3.

<table>
<thead>
<tr>
<th>Polynomial degree</th>
<th>RLS-Tikhonov</th>
<th>RLS-TSVD</th>
<th>RLAD-DP</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\gamma = 0.1$ (capital policy function, ordinary polynomial, damping $\xi = 0.01$)</td>
<td>$\eta$</td>
<td>$\epsilon_{\text{min}}$</td>
<td>$\epsilon_{\text{max}}$</td>
</tr>
<tr>
<td>$1^\text{st}$</td>
<td>-4.65</td>
<td>-3.84</td>
<td>6</td>
</tr>
<tr>
<td>$2^\text{nd}$</td>
<td>-6.87</td>
<td>-5.02</td>
<td>15</td>
</tr>
<tr>
<td>$3^\text{rd}$</td>
<td>-6.87</td>
<td>-5.02</td>
<td>22</td>
</tr>
<tr>
<td>$4^\text{th}$</td>
<td>-6.87</td>
<td>-5.02</td>
<td>35</td>
</tr>
<tr>
<td>$5^\text{th}$</td>
<td>-6.87</td>
<td>-5.02</td>
<td>50</td>
</tr>
</tbody>
</table>

| $\gamma = 10$ (capital policy function, ordinary polynomial, damping $\xi = 0.01$) | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ |
| $1^\text{st}$ | -2.87 | -1.79 | 92 | -2.87 | -1.79 | 92 | -2.87 | -1.77 | 194 |
| $2^\text{nd}$ | -4.25 | -2.95 | 218 | -4.25 | -2.95 | 218 | -4.24 | -2.93 | 757 |
| $3^\text{rd}$ | -5.37 | -3.00 | 374 | -5.36 | -3.06 | 332 | -5.35 | -3.00 | 1700 |
| $4^\text{th}$ | -5.60 | -3.03 | 663 | -5.56 | -3.07 | 448 | -5.54 | -3.02 | 2720 |
| $5^\text{th}$ | -5.83 | -3.06 | 898 | -5.82 | -3.09 | 603 | -5.81 | -3.04 | 5707 |

| $\gamma = 10$ (capital policy function, Hermite polynomial, damping $\xi = 0.01$) | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ |
| $1^\text{st}$ | -2.87 | -1.79 | 105 | -2.87 | -1.79 | 109 | -2.87 | -1.77 | 217 |
| $2^\text{nd}$ | -4.25 | -2.95 | 218 | -4.25 | -2.95 | 218 | -4.24 | -2.93 | 757 |
| $3^\text{rd}$ | -5.36 | -3.06 | 374 | -5.36 | -3.06 | 332 | -5.35 | -3.00 | 1700 |
| $4^\text{th}$ | -5.60 | -3.03 | 663 | -5.56 | -3.07 | 448 | -5.54 | -3.02 | 2720 |
| $5^\text{th}$ | -5.83 | -3.06 | 898 | -5.82 | -3.09 | 603 | -5.81 | -3.04 | 5707 |

| $\gamma = 10$ (marginal utility policy function, ordinary polynomial, damping $\xi = 0.01$) | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ | $\eta$ | $\epsilon_{\text{min}}$ | $\epsilon_{\text{max}}$ | $\text{CPU}$ |
| $1^\text{st}$ | -2.84 | -2.79 | 250 | -2.84 | -2.79 | 250 | -2.72 | -2.68 | 1200 |
| $2^\text{nd}$ | -4.96 | -4.06 | 1120 | -4.06 | -4.06 | 1124 | -3.38 | -3.37 | 4331 |
| $3^\text{rd}$ | -6.36 | -4.83 | 605 | -4.83 | -4.83 | 607 | -3.34 | -3.33 | 1000 |
| $4^\text{th}$ | -6.61 | -5.06 | 810 | -5.06 | -5.06 | 810 | -3.34 | -3.33 | 2500 |
| $5^\text{th}$ | -6.87 | -5.36 | 1103 | -5.36 | -5.36 | 1103 | -3.34 | -3.33 | 5000 |

Under $\gamma = 0.1$, GSSA is stable even under large values of the damping parameter such as $\xi = 0.5$. In contrast, under $\gamma = 10$, GSSA becomes unstable because fixed-point iteration is fragile. One way to enhance numerical stability is to set the damping parameter $\xi$ to a very small value; for example, $\xi = 0.01$ ensures stability under both ordinary and Hermite polynomials. Another way to do so is to choose a different policy function to approximate; see the discussion in Section 4.5.2. We find that using a marginal-utility policy function (instead of the capital policy function) ensures the stability of GSSA under large values of $\xi$ such as $\xi = 0.5$.

Overall, the accuracy of solutions is higher under $\gamma = 0.1$ than under $\gamma = 10$. However, even in the latter case, our solutions are very accurate: we attain the mean errors of order $10^{-8}$. The accuracy levels attained under the capital and marginal-utility policy functions are similar. RLAD-DP and
RLS-TSVD deliver more accurate solutions than RLS-Tikhonov. As for the cost, RLAD-DP is more expensive than the other methods. Finally, the convergence to a fixed point is considerably faster under the capital policy function than under the marginal-utility policy function.

6.5 Model with rare disasters

We investigate how the performance of GSSA depends on specific assumptions about uncertainty. We assume that, in addition to standard normally distributed shocks, the productivity level is subject to large negative low-probability shocks (rare disasters). We modify (4) as follows: \( \ln a_t = \rho \ln a_{t-1} + (\epsilon_t + \zeta_t) \), where \( \epsilon_t + \zeta_t \sim \mathcal{N}(0, \sigma^2) \), \( \zeta_t \) takes values \(-\zeta \sigma \) and 0 with probabilities \( \overline{p} \) and \( 1 - \overline{p} \), respectively, and \( \zeta > 0 \). We assume that \( \zeta = 10 \) and \( \overline{p} = 0.02 \), i.e. a 10% drop in the productivity level occurs with the probability of 2%. These values are in line with the estimates obtained in recent literature on rare disasters; see Barro (2009).

We solve the model with \( \gamma = 1 \) using three regularization methods (RLS-Tikhonov, RLS-TSVD and RLAD-DP). We consider both ordinary and Hermite polynomials. We implement a quadrature integration method with \( 2J \) nodes and weights. The first \( J \) nodes are the usual Gauss-Hermite nodes \( \{ \eta_{t+1,j} \}_{j=1}^{J} \) and the remaining \( J \) nodes correspond to a rare disaster \( \{ \eta_{t+1,j} - \zeta \sigma \}_{j=1}^{J} \); the weights assigned to the former \( J \) nodes and latter \( J \) nodes are adjusted to the probability of a rare disaster by \( \{ (1 - \overline{p}) \omega_{t,j} \}_{j=1}^{J} \) and \( \{ \overline{p} \omega_{t,j} \}_{j=1}^{J} \), respectively. We use \( J = 10 \) and \( T = 10,000 \).

<table>
<thead>
<tr>
<th>Polynomial degree</th>
<th>RLS-Tikhonov</th>
<th>RLS-TSVD</th>
<th>RLAD-DP</th>
<th>CPU</th>
</tr>
</thead>
<tbody>
<tr>
<td>( \eta )</td>
<td>( \epsilon_{\text{min}} )</td>
<td>( \epsilon_{\text{max}} )</td>
<td>( \kappa )</td>
<td>( \epsilon_{\text{min}} )</td>
</tr>
<tr>
<td>Ordinary polynomials</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>1st</td>
<td>-3.97 -2.87</td>
<td>50</td>
<td>-3.97 -2.87</td>
<td>40</td>
</tr>
<tr>
<td>2nd</td>
<td>-5.47 -4.09</td>
<td>79</td>
<td>-5.47 -4.09</td>
<td>67</td>
</tr>
<tr>
<td>3rd</td>
<td>-6.63 -4.70</td>
<td>110</td>
<td>-6.64 -4.71</td>
<td>97</td>
</tr>
<tr>
<td>4th</td>
<td>-7.67 -5.89</td>
<td>134</td>
<td>-7.67 -5.85</td>
<td>118</td>
</tr>
<tr>
<td>5th</td>
<td>-8.16 -6.50</td>
<td>158</td>
<td>-8.66 -6.54</td>
<td>143</td>
</tr>
<tr>
<td>Hermite polynomials</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>1st</td>
<td>-3.97 -2.87</td>
<td>40</td>
<td>-3.97 -2.87</td>
<td>40</td>
</tr>
<tr>
<td>2nd</td>
<td>-5.47 -4.09</td>
<td>77</td>
<td>-5.47 -4.09</td>
<td>77</td>
</tr>
<tr>
<td>3rd</td>
<td>-6.64 -4.71</td>
<td>108</td>
<td>-6.64 -4.71</td>
<td>108</td>
</tr>
<tr>
<td>4th</td>
<td>-7.67 -5.83</td>
<td>133</td>
<td>-7.67 -5.83</td>
<td>133</td>
</tr>
<tr>
<td>5th</td>
<td>-8.16 -6.54</td>
<td>156</td>
<td>-8.66 -6.54</td>
<td>156</td>
</tr>
</tbody>
</table>

Remark: \( \epsilon_{\text{min}} \) and \( \epsilon_{\text{max}} \) are, respectively, the average and maximum absolute unit-free Euler equation errors (in log10 units) on a stochastic simulation of 10,000 observations; CPU is the time necessary for computing a solution (in seconds); \( \kappa \) is the regularization parameter in RLS-Tikhonov and RLAD-DP; \( \eta \) is the regularization parameter in RLS-TSVD. In all experiments, we use the simulation length \( T=10,000 \), the ten-node Gauss-Hermite quadrature integration method, \( Q(10) \), and the damping parameter \( \zeta = 0.1 \).
In all cases, GSSA is successful in finding solutions; see Table 4. Overall, the errors are larger than in the case of the standard shocks because the ergodic set is larger and solutions must be approximated and tested on a larger domain; compare Tables 2 and 4. The accuracy levels are still high: the mean absolute errors are of order $10^{-8}$. We perform further sensitivity experiments and find that GSSA is numerically stable and delivers accurate solutions for a wide range of the parameters $\sigma$, $\rho$, $\zeta$ and $\overline{\Pi}$.

6.6 Multi-country model

We demonstrate the tractability of GSSA in high-dimensional problems. For this, we extend the representative-agent model (2) – (4) to include multiple countries. Each country $h \in \{1,\ldots,N\}$ is characterized by capital, $k^h_t$, and productivity level, $a^h_t$ (i.e. the state space contains $2N$ state variables). The productivity level of a country is affected by both country-specific and worldwide shocks. The world economy is governed by a planner who maximizes a weighted sum of utility functions of the countries’ representative consumers. We represent the planner’s solution with $N$ capital policy functions and compute their approximations,

$$k^h_{t+1} = K^h \left( \{k^h_t, a^h_t\}_{h=1}^{N} \right) \approx \Psi^h \left( \{k^h_t, a^h_t\}_{h=1}^{N} ; b^h \right), \quad h = 1, \ldots, N,$$

where $\Psi^h$ and $b^h$ are, respectively, an approximating function and a vector of the approximation parameters of country $h$. A formal description of the multi-country model and implementation details of GSSA are provided in...
Appendix C. The results are shown in Table 5.

<table>
<thead>
<tr>
<th>Number of</th>
<th>Polynomial degree</th>
<th>Number of coefficients</th>
<th>RLS-Tikh. $f(N, k = 10, 000, \eta = 10^{-5})$</th>
<th>RLS-TSVD. $M_2 / M_1$</th>
<th>RLD - DO $M_2$</th>
<th>RLS-Tikh. $Q(f)$</th>
</tr>
</thead>
<tbody>
<tr>
<td>$N = 2$</td>
<td>1st</td>
<td>5</td>
<td>-4.70</td>
<td>-3.13</td>
<td>251</td>
<td>-4.65</td>
</tr>
<tr>
<td></td>
<td>2nd</td>
<td>15</td>
<td>-4.82</td>
<td>-3.11</td>
<td>1155</td>
<td>-4.71</td>
</tr>
<tr>
<td></td>
<td>4th</td>
<td>70</td>
<td>-4.57</td>
<td>-3.23</td>
<td>9418</td>
<td>-7.99</td>
</tr>
<tr>
<td></td>
<td>5th</td>
<td>126</td>
<td>-4.55</td>
<td>-3.38</td>
<td>24140</td>
<td>-8.00</td>
</tr>
<tr>
<td>$N = 4$</td>
<td>1st</td>
<td>9</td>
<td>-4.59</td>
<td>-3.08</td>
<td>260</td>
<td>-4.72</td>
</tr>
<tr>
<td></td>
<td>2nd</td>
<td>45</td>
<td>-4.46</td>
<td>-3.87</td>
<td>1425</td>
<td>-6.05</td>
</tr>
<tr>
<td></td>
<td>3rd</td>
<td>165</td>
<td>-4.29</td>
<td>-3.52</td>
<td>11546</td>
<td>-7.08</td>
</tr>
<tr>
<td></td>
<td>4th</td>
<td>495</td>
<td>-4.20</td>
<td>-3.31</td>
<td>58102</td>
<td>-7.45</td>
</tr>
<tr>
<td>$N = 6$</td>
<td>1st</td>
<td>13</td>
<td>-4.58</td>
<td>-3.12</td>
<td>301</td>
<td>-4.71</td>
</tr>
<tr>
<td></td>
<td>2nd</td>
<td>91</td>
<td>-4.30</td>
<td>-2.73</td>
<td>1695</td>
<td>-6.06</td>
</tr>
<tr>
<td></td>
<td>3rd</td>
<td>451</td>
<td>-4.04</td>
<td>-2.29</td>
<td>30185</td>
<td>-6.99</td>
</tr>
<tr>
<td>$N = 8$</td>
<td>1st</td>
<td>17</td>
<td>-4.56</td>
<td>-3.14</td>
<td>314</td>
<td>-4.73</td>
</tr>
<tr>
<td></td>
<td>2nd</td>
<td>153</td>
<td>-4.19</td>
<td>-2.63</td>
<td>1938</td>
<td>-6.06</td>
</tr>
<tr>
<td></td>
<td>3rd</td>
<td>231</td>
<td>-4.07</td>
<td>-2.59</td>
<td>2391</td>
<td>-6.03</td>
</tr>
<tr>
<td></td>
<td>4th</td>
<td>361</td>
<td>-4.35</td>
<td>-3.12</td>
<td>390</td>
<td>-6.77</td>
</tr>
<tr>
<td>$N = 10$</td>
<td>1st</td>
<td>11</td>
<td>-4.65</td>
<td>-3.05</td>
<td>313</td>
<td>-4.71</td>
</tr>
<tr>
<td></td>
<td>2nd</td>
<td>261</td>
<td>-4.17</td>
<td>-2.77</td>
<td>1155</td>
<td>-6.63</td>
</tr>
<tr>
<td>$N = 200$</td>
<td>1st</td>
<td>461</td>
<td>-4.90</td>
<td>-2.58</td>
<td>2232</td>
<td>-8.00</td>
</tr>
</tbody>
</table>

Remark: $E_{\text{mean}}$ and $E_{\text{max}}$ are, respectively, the average and maximum absolute unit-free Euler equation errors (in log10 units) on a stochastic simulation of 10,000 observations. CPU is the time necessary for computing a solution (in seconds). $N$ is the number of countries. “Number of coefficients” is the number of polynomial coefficients in the policy function of one country. $T$ is the simulation length. In all experiments, we use ordinary polynomials and normalized data. For RLS-TSVD, we use $M_2$ for $N < 20$ and $M_1$ for $N = 20, 100$ and 200. For $N = 200$ in experiments “RLS-TSVD. $M_2 / M_1$” and “RLS-Tikh. $Q(f)$”, we use $T = 2,000$.

We first compute solutions using GSSA with the one-node Monte Carlo method, $MC(1)$. We use RLS-Tikhonov with $\eta = 10^{-5}$ and $T = 10,000$. The performance of Monte Carlo integration is again poor. The highest accuracy is achieved under the first-degree polynomials. This is because polynomials of higher degrees have too many regression coefficients to identify for a given sample size $T$. Moreover, when $N$ increases, so does the number of the coefficients, and the accuracy decreases even further. For example, going from $N = 2$ to $N = 20$ increases the size of the approximation errors by about a factor of 10 under the second-degree polynomial. Longer simulations increase the accuracy but at a high cost.

We next compute solutions using GSSA with the deterministic integration methods. Since such methods do not require long simulations for accurate integration, we use a relatively short simulation length of $T = 1,000$ (except for the case of $N = 200$ in which we use $T = 2,000$ for enhancing numerical stability). We start with accurate but expensive integration methods (namely, we use the monomial rule $M_2$ with $2N^2+1$ nodes for $2 \leq N \leq 10$, and we use the monomial rule $M_1$ with $2N$ nodes for $N > 10$). The approximation method was RLS-TSVD (with $\kappa = 10^5$). For small-scale economies, $N = 2, 4, 6$, GSSA computes the polynomial approximations up to degrees...
five, four and three, respectively, with the maximum absolute errors of $10^{-5.5}$, $10^{-5.2}$ and $10^{-4.9}$, respectively. For medium-scale economies, $N \leq 20$, GSSA computes the second-degree polynomial approximations with the maximum absolute error of $10^{-4}$. Finally, for large-scale economies with up to $N = 200$, GSSA computes the first-degree polynomial approximations with the maximum absolute error of $10^{-2.9}$.

We then compute solutions using RLAD-DP (with $\eta = 10^{-5}$) combined with $M1$. We obtain accuracy levels that are similar to those delivered by our previous combination of RLS-TSVD and $M2$. We observe that RLAD-DP is more costly than the LS methods but is still practical in medium-scale applications. It is possible to increase the efficiency of LAD methods by using techniques developed in the recent literature.\(^{31}\)

We finally compute solutions using GSSA with a cheap one-node quadrature method, $Q(1)$, and RLS-Tikhonov (with $\eta = 10^{-5}$). For polynomials of degrees larger than two, the accuracy of solutions is limited. For the first- and second-degree polynomials, the accuracy is similar to that under more expensive integration methods but the cost is reduced by an order of magnitude or more. In particular, when $N$ increase from 2 to 20, the running time increases only from 3 to 18 minutes. Overall, RLS-Tikhonov is more stable in large-scale problems than RLS-TSVD (because SVD becomes costly and numerically unstable).

The accuracy of GSSA solutions is comparable to the highest accuracy attained in the comparison analysis of Kollmann et al. (2011b). GSSA fits a polynomial on a relevant domain (the ergodic set) and as a result, can get a better fit on the relevant domain than methods fitting polynomials on other domains.\(^{32}\) A choice of domain is especially important for accuracy under relatively rigid low-degree polynomials. In particular, linear solutions produced by GSSA are far more accurate than first- and second-order perturbation methods of Kollmann, Kim and Kim (2011a) that produce approximation errors of 6.3\% and 1.35\%, respectively, in the comparison analysis of Kollmann (2011b).\(^{33}\) The cost of GSSA depends on the integration and approximation method.

\(^{31}\)Tits, Absil and Woessner (2006) propose a constraint-reduction scheme that can drastically reduce computational cost per iteration of linear programming methods.

\(^{32}\)An advantage of focusing on the ergodic set is illustrated by Judd, Maliar and Maliar (2010) in the context of a cluster grid algorithm. In a model with only two state variables, solutions computed on the ergodic set are up to ten times more accurate than those computed on the rectangular grid containing the ergodic set.

\(^{33}\)Maliar, Maliar and Villemot (2011) implement a perturbation-based method which...
methods, the degree of the approximating polynomial, as well as the simu-
lation length. There is a trade off between accuracy and speed, and cheap
versions of GSSA are tractable in problems with very high dimensionality.
Finally, GSSA is highly parallelizable.34

7 Conclusion

Methods operating on an ergodic set have two potential advantages com-
pared to methods operating on domains that are exogenous to the models.
The first advantage is in terms of cost: ergodic-set methods compute solu-
tions only in a relevant domain - the ergodic set realized in equilibrium -
while exogenous-domain methods compute solutions both inside and outside
the relevant domain and spend time on computing solutions in unnecessary
points. The second advantage is in terms of accuracy: ergodic-set methods
fit a polynomial in a relevant domain, while exogenous-domain methods fit
the polynomial in generally larger domains and face a trade-off between the
fit (accuracy) inside and outside the relevant domain.

Stochastic simulation algorithms in previous literature (based on standard
LS approximation methods and Monte Carlo integration methods) did not
benefit from the above advantages. Their performance was severely hand-
icapped by two problems: numerical instability (because of multicollinear-
ity) and large integration errors (because of low accuracy of Monte Carlo
integration). GSSA fixes both of these problems: First, GSSA relies on ap-
proximation methods that can handle ill-conditioned problems; this allows
us to stabilize stochastic simulation and to compute high-degree polynomial
approximations. Second, GSSA uses a generalized notion of integration that
includes both Monte Carlo and deterministic (quadrature and monomial) in-
tegration methods; this allows us to compute integrals very accurately. GSSA
has shown a great performance in the examples considered. It extends the
speed-accuracy frontier attained in the related literature, it is tractable for
problems with high dimensionality, and it is very simple to program. GSSA

34 For example, Creel (2008) develops a parallel computing toolbox which reduces the
cost of a simulation-based PEA, studied in Maliar and Maliar (2003b), by running simu-
lations on a cluster of computers.
appears to be a promising method for many economic applications.

References


Supplement to "Numerically Stable and Accurate Stochastic Simulation Approaches for Solving Dynamic Economic Models": Appendices

Kenneth L. Judd
Lilia Maliar
Serguei Maliar

Appendix A: Non-linear regression model and non-linear approximation methods

In this section, we extend the approximation approaches that we developed in Sections 4.2 and 4.3 to the case of the non-linear regression model,

\[ y = \Psi(k,a;b) + \varepsilon, \quad (A.1) \]

where \( b \in \mathbb{R}^{n+1} \), \( k \equiv (k_0, ..., k_{T-1}) \in \mathbb{R}^T \), \( a \equiv (a_0, ..., a_{T-1}) \in \mathbb{R}^T \), and \( \Psi(k,a;\beta) \equiv (\Psi(k_0,a_0;\beta), ..., \Psi(k_{T-1},a_{T-1};\beta)) \in \mathbb{R}^T \). We first consider a non-linear LS (NLLS) problem and then formulate the corresponding LAD problem.

The NLLS problem is

\[ \min_{b} \| y - \Psi(k,a;b) \|_2^2 = \min_{b} [y - \Psi(k,a;b)]^\top [y - \Psi(k,a;b)]. \quad (A.2) \]

The typical NLLS estimation method linearizes (A.2) around a given initial guess \( \hat{b} \) by using a first-order Taylor expansion of \( \Psi(k,a;b) \) and makes a step \( \Delta b \) toward a solution, \( \hat{b} \),

\[ \hat{b} \simeq b + \Delta b. \quad (A.3) \]

Using the linearity of the differential operator, we can derive an explicit expression for the step \( \Delta b \). This step is given by a solution to the system of normal equations,

\[ \mathcal{J}^\top \mathcal{J} \Delta b = \mathcal{J}^\top \Delta y, \quad (A.4) \]

where \( \mathcal{J} \) is the Jacobian matrix of \( \Psi \) at \( (k,a;b) \).
where $\mathcal{J}$ is a Jacobian matrix of $\Psi$,

$$
\mathcal{J} \equiv \begin{pmatrix}
\frac{\partial \Psi(k_0, a_0; b)}{\partial b} & \cdots & \frac{\partial \Psi(k_0, a_0; b)}{\partial b_n} \\
\vdots & \ddots & \vdots \\
\frac{\partial \Psi(k_{T-1}, a_{T-1}; b)}{\partial b} & \cdots & \frac{\partial \Psi(k_{T-1}, a_{T-1}; b)}{\partial b_n}
\end{pmatrix},
$$

and

$$
\Delta y \equiv (y_0 - \Psi(k_0, a_0; b), \ldots, y_{T-1} - \Psi(k_{T-1}, a_{T-1}; b))^T.
$$

Typically, the NLLS estimation method does not give an accurate solution $\hat{b}$ in a single step $\Delta b$, and must instead iterate on the step $(A.3)$ until convergence.²

A direct way to compute the step $\Delta b$ from $(A.4)$ is to invert the matrix $\mathcal{J}^\top \mathcal{J}$, which yields the well-known Gauss-Newton method,

$$
\Delta b = (\mathcal{J}^\top \mathcal{J})^{-1} \mathcal{J}^\top \Delta y. \tag{A.5}
$$

This formula $(A.5)$ has a striking resemblance to the OLS formula $\hat{b} = (X^\top X)^{-1} X^\top y$, namely, $X$, $y$ and $b$ in the OLS formula are replaced in $(A.5)$ by $\mathcal{J}$, $\Delta y$ and $\Delta b$, respectively. If $\mathcal{J}^\top \mathcal{J}$ is ill-conditioned, as is often the case in applications, the Gauss-Newton method experiences the same difficulties in computing $(\mathcal{J}^\top \mathcal{J})^{-1}$ and $\Delta b$ as the OLS method does in computing $(X^\top X)^{-1}$ and $b$.

To deal with the ill-conditioned matrix $\mathcal{J}^\top \mathcal{J}$ in the Gauss-Newton method $(A.5)$, we can employ the LS approaches similar to those developed for the linear regression model in Sections 4.2.1 and 4.2.2 of the paper. Specifically, we can compute an inverse of the ill-conditioned matrix $\mathcal{J}^\top \mathcal{J}$ by using LS methods based on SVD or QR factorization of $\mathcal{J}$. We can also use the Tikhonov type of regularization, which leads to the Levenberg-Marquart method,

$$
\Delta b = (\mathcal{J}^\top \mathcal{J} + \eta I_{n+1})^{-1} \mathcal{J}^\top \Delta y, \tag{A.6}
$$

where $\eta \geq 0$ is a regularization parameter.³

²Instead of the first-order Taylor expansion of $\Psi(k, \theta; b)$, we can consider a second-order Taylor expansion, which leads to Newton’s class of non-linear optimization methods in which the step $\Delta b$ depends on a Hessian matrix; see Judd (1992), pp. 103-117, for a review.

³This method was proposed independently by Levenberg (1944) and Marquart (1963).
Furthermore, we can replace the ill-conditioned NLLS problem \((A.2)\) with a non-linear LAD (NLLAD) problem,

\[
\min_{b} \| y - \Psi (k, a; b) \|_1 = \min_{b} 1^T | y - \Psi (k, a; b) | .
\]  

(A.7)

As in the NLLS case, we can proceed by linearizing the non-linear problem \((A.7)\) around a given initial guess \(b\). The linearized version of the NLLAD problem \((A.7)\) is

\[
\min_{\Delta b} 1^T | \Delta y - \mathcal{J} \Delta b | .
\]  

(A.8)

The problem \((A.8)\) can be formulated as a linear programming problem: specifically, we can set up the primal and dual problems, as well as regularized primal and dual problems, analogous to those considered in Sections 4.3.1 and 4.3.2 of the paper.

**Example**  Let us formulate a regularized primal problem for \((A.8)\) that is parallel to \((34) - (37)\) in the paper. Fix some initial \(\varphi^+\) and \(\varphi^-\) (which determine initial \(b = \varphi^+ - \varphi^-\)) and solve for \(\Delta \varphi^+\) and \(\Delta \varphi^-\) from the following linear programming problem:

\[
\min_{v^+, v^-, \Delta \varphi^+, \Delta \varphi^-} 1^T v^+ + 1^T v^- + \eta 1^T_n \Delta \varphi^+ + \eta 1^T_n \Delta \varphi^-  
\]  

(A.9)

s.t. \(v^+ - v^- + J \Delta \varphi^+ - J \Delta \varphi^- = \Delta y,\)  

(A.10)

\(v^+ \geq 0, \quad v^- \geq 0,\)  

(A.11)

\(\Delta \varphi^+ \geq 0, \quad \Delta \varphi^- \geq 0.\)  

(A.12)

Compute \(\hat{\varphi}^+ \simeq \varphi^+ + \Delta \varphi^+\) and \(\hat{\varphi}^- \simeq \varphi^- + \Delta \varphi^-\), and restore the regularized NLLAD estimator \(\hat{b} \simeq (\varphi^+ + \Delta \varphi^+) - (\varphi^- + \Delta \varphi^-)\). As in the case of NLLS methods, we will not typically obtain an accurate solution \(\hat{b}\) in a single step, but must instead solve the problem \((A.9) - (A.12)\) iteratively until convergence.

To set up a regularized dual problem for \((A.8)\), which is analogous to \((38) - (41)\) in the paper, we must replace \(X\) and \(y\) with \(\mathcal{J}\) and \(\Delta y\), respectively.

We should finally notice that the NLLS and NLLAD regularization methods described in this section penalize all coefficients equally, including an intercept. Prior to applying these methods, we need to appropriately normalize the explanatory variables and to set the penalty on the intercept to zero.
Appendix B: Multi-dimensional deterministic integration methods

In this section, we describe deterministic integration methods suitable for evaluating multi-dimensional integrals of the form \( \int_{\mathbb{R}^N} G(\epsilon) w(\epsilon) \, d\epsilon \), where \( \epsilon \equiv (\epsilon^1, ..., \epsilon^N) \in \mathbb{R}^N \) follows a multivariate Normal distribution, \( \epsilon \sim N(\mu, \Sigma) \), with \( \mu \equiv (\mu^1, ..., \mu^N) \in \mathbb{R}^N \) being a vector of means and \( \Sigma \in \mathbb{R}^{N \times N} \) being a variance-covariance matrix, and \( w(\epsilon) \) is a density function of the multivariate Normal distribution,

\[
w(\epsilon) = (2\pi)^{-N/2} \det(\Sigma)^{-1/2} \exp \left[ -\frac{1}{2} (\epsilon - \mu)^\top \Sigma^{-1} (\epsilon - \mu) \right], \quad (B.1)
\]

with \( \det(\Sigma) \) denoting the determinant of \( \Sigma \).

Appendix B.1: Cholesky decomposition

The existing deterministic integration formulas are constructed under the assumption of uncorrelated random variables with zero mean and unit variance. If the random variables \( \epsilon^1, ..., \epsilon^N \) are correlated, we must re-write the integral in \((B.4)\) in terms of uncorrelated variables prior to numerical integration. Given that \( \Sigma \) is symmetric and positive-definite, it has a Cholesky decomposition, \( \Sigma = \Omega \Omega^\top \), where \( \Omega \) is a lower triangular matrix with strictly positive diagonal entries. The Cholesky decomposition of \( \Sigma \) allows us to transform correlated variables \( \epsilon \) into uncorrelated \( \nu \) with the following linear change of variables:

\[
\nu = \frac{\Omega^{-1} (\epsilon - \mu)}{\sqrt{2}}. \quad (B.2)
\]

Note that \( d\epsilon = (\sqrt{2})^N \det(\Omega) \, d\nu \). Using \((B.2)\) and taking into account that \( \Sigma^{-1} = (\Omega^{-1})^\top \Omega^{-1} \) and that \( \det(\Sigma) = |\det(\Omega)|^2 \), we obtain

\[
\int_{\mathbb{R}^N} G(\epsilon) \, w(\epsilon) \, d\epsilon = \pi^{-N/2} \int_{\mathbb{R}^N} G \left( \sqrt{2} \Omega e + \mu \right) \exp\left( -\nu^\top \nu \right) \, d\nu. \quad (B.3)
\]

\(^4\)Such integration methods are used in Step 2 of GSSA to compute conditional expectation of the form \( E_t \{ G_t(\epsilon_{t+1}) \} = \int_{\mathbb{R}^N} G_t(\epsilon) \, w(\epsilon) \, d\epsilon \) in each simulated point \( t \), in particular, for the representative-agent model \((2) - (4)\), \( G_t(\epsilon_{t+1}) \) is the integrand in \((7)\).
Deterministic integration methods approximate the integral (B.3) by a weighted sum of the integrand $G$ evaluated in a finite set of nodes $Z \in \mathbb{R}^N$:

$$
\int_{\mathbb{R}^N} G(\epsilon) w(\epsilon) d\epsilon \approx \pi^{-N/2} \sum_{j=1}^{J} \omega_j G\left(\sqrt{2} \Omega \nu_j + \mu\right). \quad (B.4)
$$

where $\{\nu_j\}_{j=1}^{J}$ and $\{\omega_j\}_{j=1}^{J}$ are integration nodes and integration weights, respectively. In the remaining section, we assume $\mu = 0_N$, where $0_N$ is a $N \times 1$ vector whose entries are equal to 0.

**Appendix B.2: Gauss-Hermite quadrature**

In a one-dimensional integration case, $N = 1$, the integral (B.4) can be computed using the Gauss-Hermite quadrature method. To be specific, we have

$$
\int_{\mathbb{R}} G(\epsilon) w(\epsilon) d\epsilon = \pi^{-1/2} \sum_{j=1}^{J} \omega_j G\left(\sqrt{2} \Omega \nu_j\right). \quad (B.5)
$$

where $\{\nu_j\}_{j=1}^{J}$ and $\{\omega_j\}_{j=1}^{J}$ can be found using a table of Gauss-Hermite quadrature nodes and weights; see, e.g., Judd (1998), pp. 262.

We can extend the one-dimensional Gauss-Hermite quadrature rule to the multi-dimensional case by way of a tensor-product rule:

$$
\int_{\mathbb{R}^N} G(\epsilon) w(\epsilon) d\epsilon \approx 
\pi^{-N/2} \sum_{j_1=1}^{J_1} \cdots \sum_{j_N=1}^{J_N} \omega_{j_1}^{1} \cdots \omega_{j_N}^{N} \cdot G\left(\sqrt{2} \Omega \cdot (\nu_{j_1}^{1}, \ldots, \nu_{j_N}^{N})\right), \quad (B.6)
$$

where $\{\omega_h^{j_h}\}_{j_h=1}^{J_h}$ and $\{\nu_h^{j_h}\}_{j_h=1}^{J_h}$ are, respectively, weights and nodes in a dimension $h$ derived from the one-dimensional Gauss-Hermite quadrature rule (note that in general, the number of nodes in one dimension, $J_h$, can differ across dimensions). The total number of nodes is given by the product $J_1 J_2 \cdots J_N$. Assuming that $J_h = J$ for all dimensions, the total number of nodes, $J^N$, grows exponentially with the dimensionality $N$.

**Appendix B.3: Monomial rules**
Monomial integration rules are non-product: they construct a relatively small set of nodes distributed in some way within a multi-dimensional hypercube. The computational expense of monomial rules grows only polynomially with the dimensionality of the problem, which makes them feasible for problems with large dimensionality.

We describe two monomial formulas for approximating the multi-dimensional integral \((B.3)\). Monomial formulas are provided for the case of uncorrelated variables, e.g., in Stroud (1971), pp. 315-329, and Judd (1998), pp. 275. Here, we adapted them to the case of correlated random variables using the change of variables \((B.2)\).

The first formula, denoted by \(M_1\), has \(2N\) nodes:

\[
\int_{\mathbb{R}^N} G(\epsilon) \, w(\epsilon) \, d\epsilon = \frac{1}{2N} \sum_{h=1}^{N} G(\pm R^{h}),
\]

where \(R \equiv \sqrt{N}\Omega\), and \(\iota^h \in \mathbb{R}^N\) is a vector whose \(h\)-th element is equal to one and the remaining elements are equal to zero, i.e. \(\iota^h \equiv (0,...,1,...,0)^T\).

The second formula, denoted by \(M_2\), has \(2N^2 + 1\) nodes:

\[
\int_{\mathbb{R}^N} G(\epsilon) \, w(\epsilon) \, d\epsilon = \frac{2}{2 + N} G(0,...,0)
+ \frac{4 - N}{2(2 + N)^2} \sum_{h=1}^{N} \left[ G(R^h) + G(-R^h) \right]
+ \frac{1}{(N + 2)^2} \sum_{h=1}^{N-1} \sum_{s=h+1}^{N} G(\pm R^h \pm R^s),
\]

where \(R \equiv \sqrt{2 + N}\Omega\) and \(R \equiv \sqrt{\frac{2+N}{2}}\Omega\).

Appendix B.4: An example of integration formulas for \(N = 2\)

In this section, we illustrate the integration formulas described above using a two-dimensional example, \(N = 2\). We assume that the variables \(\epsilon^1\) and \(\epsilon^2\) are uncorrelated, have zero mean and unit variance. The integral \((B.3)\) is then given by

\[
E\{G(\epsilon)\} = \frac{1}{\pi} \int_{\mathbb{R}^2} G(\sqrt{2}\nu^1, \sqrt{2}\nu^2) \exp\left[-(\nu^1)^2 - (\nu^2)^2\right] \, d\nu^1 \, d\nu^2.
\]

(B.9)
(a) The Gauss-Hermite product rule (B.6) with 3 nodes in each dimension, \( Q(3) \), uses one-dimensional nodes and weights given by \( \nu_1^h = 0 \), \( \nu_2^h = \sqrt{\frac{3}{2}} \), \( \nu_3^h = -\sqrt{\frac{3}{2}} \) and \( \omega_1^h = \frac{2\sqrt{\pi}}{3} \), \( \omega_2^h = \omega_3^h = \frac{\sqrt{\pi}}{6} \) for each \( h = 1, 2 \):

\[
E \{ G(e) \} = \frac{1}{\pi} \sum_{j_1=1}^{3} \sum_{j_2=1}^{3} \omega_{j_1}^1 \omega_{j_2}^2 G \left( \sqrt{2} \nu_{j_1}^1, \sqrt{2} \nu_{j_2}^2 \right) = \\
\frac{4}{9} G(0,0) + \frac{1}{9} G \left( 0, \sqrt{3} \right) + \frac{1}{9} G \left( 0, -\sqrt{3} \right) + \\
\frac{1}{9} G \left( \sqrt{3}, 0 \right) + \frac{1}{36} G \left( \sqrt{3}, -\sqrt{3} \right) + \frac{1}{36} G \left( \sqrt{3}, -\sqrt{3} \right) + \\
\frac{1}{9} G \left( -\sqrt{3}, 0 \right) + \frac{1}{36} G \left( -\sqrt{3}, \sqrt{3} \right) + \frac{1}{36} G \left( -\sqrt{3}, -\sqrt{3} \right) 
\]

(b) The Gauss-Hermite product rule (B.6) with 1 node in each dimension, \( Q(1) \), uses a node \( \nu_1^h = 0 \) and a weight \( \omega_1^h = \sqrt{\pi} \) for each \( h = 1, 2 \):

\[
E \{ G(e) \} = \frac{1}{\pi} \sum_{j_1=1}^{1} \sum_{j_2=1}^{1} \omega_{j_1}^1 \omega_{j_2}^2 G \left( \sqrt{2} \nu_{j_1}^1, \sqrt{2} \nu_{j_2}^2 \right) = G(0,0) .
\]

(c) The monomial formula \( M1 \), given by (B.7), has 4 nodes,

\[
E \{ G(e) \} = \frac{1}{4} \left[ G \left( \sqrt{2}, 0 \right) + G \left( -\sqrt{2}, 0 \right) + G \left( 0, \sqrt{2} \right) + G \left( 0, -\sqrt{2} \right) \right] .
\]

(d) The monomial formula \( M2 \), given by (B.8), has 9 nodes,

\[
E \{ G(e) \} = \frac{1}{2} G(0,0) + \frac{1}{16} \left[ G(2,0) + G(-2,0) + G(0,2) + G(0,-2) \right] + \\
+ \frac{1}{16} \left[ G \left( \sqrt{2}, \sqrt{2} \right) + G \left( \sqrt{2}, -\sqrt{2} \right) + G \left( -\sqrt{2}, \sqrt{2} \right) + G \left( -\sqrt{2}, -\sqrt{2} \right) \right] .
\]

Appendix C: Multi-country model

In this section, we provide a formal description of the multi-country model studied in Section 6.6 of the paper. A world economy consists of a finite number of countries \( N \). Each country \( h \in \{1, \ldots, N\} \) is populated by a representative consumer. A social planner solves the following maximization problem:

\[
\max_{\{c^h, k^h\}_{h=1}^{N} \text{ and } (c^0, k^0)} E_0 \sum_{h=1}^{N} \sum_{t=0}^{\infty} \lambda^h \beta^t u^h(c^h_t) \tag{C.1}
\]
subject to the aggregate resource constraint,
\[ \sum_{h=1}^{N} c^h_t + \sum_{h=1}^{N} k^h_{t+1} = \sum_{h=1}^{N} k^h_t (1 - \delta) + \sum_{h=1}^{N} a^h_t Af^h (k^h_t), \] (C.2)
and to the process for the countries’ productivity levels,
\[ \ln a^h_{t+1} = \rho \ln a^h_t + \epsilon^h_{t+1}, \quad h = 1, \ldots, N, \] (C.3)
where initial condition \( \{k^h_0, a^h_0\}^N_{h=1} \) is given exogenously, and the productivity shocks follow a multivariate Normal distribution \( \epsilon^h_{t+1}, \ldots, \epsilon^N_{t+1} \sim \mathcal{N}(0_N, \Sigma) \) with \( 0_N \in \mathbb{R}^N \) being a vector of zero means and \( \Sigma \in \mathbb{R}^{N \times N} \) being a variance-covariance matrix. We assume that shocks of different countries are given by \( \epsilon^h_{t+1} = \zeta^h + \zeta_t, \quad h = 1, \ldots, N \), where \( \zeta^h_t \sim \mathcal{N}(0, \sigma^2) \) is a country-specific component, and \( \zeta_t \sim \mathcal{N}(0, \sigma^2) \) is a worldwide component. The resulting variance-covariance matrix is \( \Sigma = \begin{pmatrix} 2\sigma^2 & \cdots & \sigma^2 \\ \vdots & \ddots & \vdots \\ \sigma^2 & \cdots & 2\sigma^2 \end{pmatrix} \).

In the problem \((C.1) - (C.3)\), \( E_t \) denotes conditional expectation; \( c^h_t, k^h_t, a^h_t \) and \( \lambda^h \) are a country’s \( h \) consumption, capital, productivity level and welfare weight, respectively; \( \beta \in (0, 1) \) is the discount factor; \( \delta \in (0, 1) \) is the depreciation rate; \( A \) is a normalizing constant in the production function; \( \rho \in (-1, 1) \) is the autocorrelation coefficient. The utility and production functions, \( u^h \) and \( f^h \), respectively, are strictly increasing, continuously differentiable and concave. We assume that all countries have identical preferences and technology, i.e. \( u^h = u \) and \( f^h = f \) for all \( h \). Under these assumptions, the planner assigns equal weights, \( \lambda^h = 1 \), and therefore, equal consumption to all countries, \( c^h_t = c_t \) for all \( h = 1, \ldots, N \).

The solution to the model \((C.1) - (C.3)\) satisfies \( N \) Euler equations:
\[ k^h_{t+1} = E_t \left\{ \beta \frac{u'(c^h_{t+1})}{u'(c_t)} \left[ 1 - \delta + a^h_{t+1} Af'(k^h_{t+1}) \right] k^h_{t+1} \right\}, \quad h = 1, \ldots, N, \] (C.4)
where \( u' \) and \( f' \) are the first derivatives of \( u \) and \( f \), respectively.

We approximate the planner’s solution in the form of \( N \) capital policy functions (45). Note that our approximating functions \( \Psi^h \left( \{k^h_t, a^h_t\}^h=1,\ldots,N; b^h \} \), \( h = 1, \ldots, N \), are country-specific. Therefore, we treat countries as completely heterogeneous even if they are identical in fundamentals and have identical
optimal policy functions. This allows us to assess costs associated with computing solutions to models with heterogeneous preferences and technology.

GSSA, described in Section 2 for the representative-agent model, can be readily adapted to the case of the multi-country model. In the initialization step of Stage 1, we choose an initial guess for the matrix of the coefficients $B \equiv [b^1, ..., b^N] \in \mathbb{R}^{(n+1) \times N}$ in the assumed approximating functions $\Psi^h \left( \{ k_t^h, a_t^h \}^{h=1,...,N} ; b^h \right)$, $h = 1, ..., N$. In Step 1, at iteration $p$, we use a matrix $B^{(p)}$ to simulate the model $T$ periods forward to obtain $\{ k_{t+1}^h \}_{t=0,...,T}^{h=1,...,N}$ and calculate the average consumption $\{ c_t \}_{t=0,...,T}^T$ using the resource constraint (C.2). In Step 2, we calculate the conditional expectation in (C.4) using a selected integration method to obtain $\{ y_t^h \}_{t=0,...,T-1}^{h=1,...,N}$. In Step 4, we run $N$ regressions $y_t^h = \Psi^h \left( \{ k_t^h, a_t^h \}^{h=1,...,N} ; b^h \right) + \varepsilon_t^h$ to obtain a new matrix of the coefficients $\hat{B} = [\hat{b}^1, ..., \hat{b}^N]$; as in the representative-agent case, we assume that $\Psi^h$ is linear in $b^h$, which leads to a linear regression model $y^h = X b^h + \varepsilon^h$, where $y^h \equiv \left( y_0^h, ..., y_{T-1}^h \right)^T \in \mathbb{R}^T$, $\varepsilon^h \equiv \left( \varepsilon_0^h, ..., \varepsilon_{T-1}^h \right)^T \in \mathbb{R}^T$, and $X \in \mathbb{R}^{T \times (n+1)}$ is a matrix of explanatory variables constructed with the basis functions of the state variables. Finally, in Step 4, we update the coefficients $B$ using fixed-point iteration, $B^{(p+1)} = (1 - \xi) B^{(p)} + \xi \hat{B}$. In Stage 2, we evaluate the Euler equation errors on a simulation of $T_{test} = 10,000$ observations using a high-quality integration method: for $N \leq 20$, we use the monomial rule $M2$ and for $N > 20$, we use the monomial rule $M1$. To solve the model, we assume $u(c_t) = \ln c_t$, $f(k_t) = k_t^\alpha$ with $\alpha = 0.36$, $\beta = 0.99$, $\delta = 0.025$, $\rho = 0.95$ and $\sigma = 0.01$.

References


